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Computing with meanings

• Ancient problem: inference. 
‣ How can we tell whether a sentence follows from others? 

‣ Can we compute this automatically?

All men are mortal.
Socrates is a man.

Therefore, Socrates is mortal.

Aristotle



Applications

• Inference is useful in many applications of CL, e.g. 
question answering and summarization.

Which genetically caused connective tissue 
disorder has severe symptoms and complications 
regarding the aorta and skeletal features, and, very 
characteristically, ophthalmologic subluxation?

Marfan's is created by a defect of the gene that 
determines the structure of Fibrillin-11. One of the 
symptoms is displacement of one or both of the 
eyes' lenses. The most serious complications affect 
the cardiovascular system, especially heart valves 
and the aorta.



Formal meaning representations

All men are mortal.
Socrates is a man.

Therefore, Socrates is mortal.

• Modern approach to natural-language inference: 
‣ Compute meaning representation in some formal 

language (e.g. predicate logic) 

‣ so that it captures something relevant about the sentence’s 
meaning (e.g. its truth conditions) 

‣ and then use reasoning tools for the formal language  
(e.g. a theorem prover for predicate logic)

∀x. man(x) → mortal(x)
man(s)

mortal(s)

Frege



Key questions 

• How can we compute formal meaning 
representations from sentences? 

• How can we formalize the necessary world 
knowledge that we need for inferences? 

• How can we carry out the inferences efficiently?



Some challenges

• Predicate-argument structure: 
‣ “dog bites man” vs. “man bites dog” 

• Passive: 
‣ “the dog bites the man” vs. “the dog is bitten by the man” 

• Control and raising: 
‣ “John wants to sleep” 

• Complex logical operators: 
‣ “Every student did not pass the exam”



Semantics construction

• Semantics construction is the problem of deriving a 
formal meaning representation from a syntax tree. 

• Mostly agreed that semantics construction should 
be compositional. 
‣ Essentially: meaning of a larger constituent is determined 

by meanings of its parts and the grammar rule. 

‣ This corresponds to bottom-up evaluation of syntax tree, 
so is really convenient in practice. 

‣ Some things hard to analyze compositionally, e.g. 
coreference/anaphora.
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A harder example
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Lambda calculus

• Term notation for functions: 

• Apply one lambda term to another and simplify 
with beta reduction:

Church

λP λx. P(x) ∧ sleep(x)

two arguments function body

(λP λx. P(x) ∧ sleep(x)) (boy) →β  λx. boy(x) ∧ sleep(x)

(λx. boy(x) ∧ sleep(x)) (a) →β boy(a) ∧ sleep(a)

(full lambda calculus also has α and η equivalence)



Syntax-semantics interface

MontagueS → NP VP 
VP → V NP 
NP → Det N 
NP → John 
V → eats 
Det → a 
N → sandwich

⟨S⟩ = ⟨NP⟩(⟨VP⟩) 
⟨VP⟩ = λy ⟨NP⟩(⟨V⟩(y)) 
⟨NP⟩ = ⟨Det⟩(⟨N⟩) 
⟨NP⟩ = λP P(j*) 
⟨V⟩ = eat’ 
⟨Det⟩ = λPλQ∃x P(x) ∧ Q(x) 
⟨N⟩ = sw’

when you apply this  
syntax rule …

… construct λ-term for parent 
from λ-terms for children like this
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sw’

λPλQ∃x P(x) ∧ Q(x)

(λPλQ∃x P(x) ∧ Q(x))(sw’) 
→β λQ∃x sw’(x) ∧ Q(x)

eat’

λy  (λQ∃x sw’(x) ∧ Q(x))(eat’(y)) 
→β λy ∃x sw’(x) ∧eat’(y)(x)

λP P(j*)

(λP P(j*)) (λy ∃x sw’(x) ∧eat’(y)(x))  
→β (λy ∃x sw’(x) ∧eat’(y)(x))(j*) 
→β ∃x sw’(x) ∧eat’(j*)(x)



Further topics

• More complex semantic phenomena. 
‣ e.g. intensional operators: “John seeks a unicorn.” 

• Dealing correctly with quantifiers and negation. 
‣ “Every man loves a woman.” 

‣ Montague has hacky solution, Cooper storage improves. 

• Underspecification approaches. 
‣ avoid expensive enumeration of semantic ambiguities 

‣ standard approach for large grammars



Semantic parsing

• Open issue in classical semantics construction: 
Where do we get large grammar that supports it? 

• Current trend in CL is semantic parsing:  
learn mapping from sentence to formal meaning 
representation using statistical methods. 

• E.g. from Geoquery corpus (880 sentences):

What is the smallest state by area? 
answer(x1, smallest(x2, state(x1), area(x1, x2)))



With synchronous grammars

• A synchronous grammar simultaneously derives two 
structures; e.g., a syntax tree and a meaning rep.

Q → what is the F 
F → smallest F F  
F → state 
F → by area

Q → answer(x1, F(x1)) 
F → λx1 smallest(x2, F(x1), F(x1, x2)) 
F → λx1 state(x1) 
F → λx1 λx2 area(x1, x2)
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Wong & Mooney

what  is  the  smallest  state  by  area
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Assumptions: 
- alignments between words and nodes  
- unambiguous structure of meaning representation

Mooney



Wong & Mooney

what  is  the  smallest  state  by  area

Q

)F

)F

area(x1, x2)

F

state(x1)

smallest(x2,

answer(x1,

Q

(x1))F

(x1, x2))F

�x1�x2area(x1, x2)

(x1),F

�x1state(x1)

�x1.smallest(x2,

answer(x1,

Q

F

F

areaby

F

state

smallest

theiswhat

S

VP

NP

N

sandwich

Det

a

V

eats

NP

John

1

“word” alignments

Assumptions: 
- alignments between words and nodes  
- unambiguous structure of meaning representation

Mooney



Wong & Mooney

what  is  the  smallest  state  by  area

Q

)F

)F

area(x1, x2)

F

state(x1)

smallest(x2,

answer(x1,

Q

(x1))F

(x1, x2))F

�x1�x2area(x1, x2)

(x1),F

�x1state(x1)

�x1.smallest(x2,

answer(x1,

Q

F

F

areaby

F

state

smallest

theiswhat

S

VP

NP

N

sandwich

Det

a

V

eats

NP

John

1

“word” alignments

Assumptions: 
- alignments between words and nodes  
- unambiguous structure of meaning representation

Mooney



Wong & Mooney

what  is  the  smallest  state  by  area

Q

)F

)F

area(x1, x2)

F

state(x1)

smallest(x2,

answer(x1,

Q

(x1))F

(x1, x2))F

�x1�x2area(x1, x2)

(x1),F

�x1state(x1)

�x1.smallest(x2,

answer(x1,

Q

F

F

areaby

F

state

smallest

theiswhat

S

VP

NP

N

sandwich

Det

a

V

eats

NP

John

1

“word” alignments

Assumptions: 
- alignments between words and nodes  
- unambiguous structure of meaning representation

Mooney



Wong & Mooney

what  is  the  smallest  state  by  area

Q

)F

)F

area(x1, x2)

F

state(x1)

smallest(x2,

answer(x1,

Q

(x1))F

(x1, x2))F

�x1�x2area(x1, x2)

(x1),F

�x1state(x1)

�x1.smallest(x2,

answer(x1,

Q

F

F

areaby

F

state

smallest

theiswhat

S

VP

NP

N

sandwich

Det

a

V

eats

NP

John

1

“word” alignments

Assumptions: 
- alignments between words and nodes  
- unambiguous structure of meaning representation

Mooney



Wong & Mooney

what  is  the  smallest  state  by  area

Q

)F

)F

area(x1, x2)

F

state(x1)

smallest(x2,

answer(x1,

Q

(x1))F

(x1, x2))F

�x1�x2area(x1, x2)

(x1),F

�x1state(x1)

�x1.smallest(x2,

answer(x1,

Q

F

F

areaby

F

state

smallest

theiswhat

S

VP

NP

N

sandwich

Det

a

V

eats

NP

John

1

“word” alignments

Assumptions: 
- alignments between words and nodes  
- unambiguous structure of meaning representation

Mooney



Wong & Mooney

• Extract synchronous grammar from corpus. 

• Log-linear model on synchronous grammar 
with local features: 
‣ rule counts 

‣ parent annotations 

• Parsing on string side easy because features are all 
local.



Combinatory categorial grammar

cookies
NP NP(S\NP)/NP

John eats

S\NP
S

>
<

Leaves justified by lexicon entries, e.g. “John ⊢ NP”. 
> and < are forward and backward application 
Full CCG has more rules, which can make it non-context-free.

Steedman



CCG with semantics

Steedman
cookies

NP NP(S\NP)/NP
John eats

S\NP

S

>

<

j’ λxλy eat’(y)(x) cookies’

λy eat’(y)(cookies’)

eat’(j’)(cookies’)

Lexicon entries specify semantics: John ⊢ NP : j’ 
Forward and backward application also manipulate MRs



Zettlemoyer & Collins

Rules Categories produced from logical form
Input Trigger Output Category arg max(�x.state(x) ^ borders(x, texas), �x.size(x))

constant c NP : c NP : texas

arity one predicate p1 N : �x.p1(x) N : �x.state(x)

arity one predicate p1 S\NP : �x.p1(x) S\NP : �x.state(x)

arity two predicate p2 (S\NP )/NP : �x.�y.p2(y, x) (S\NP )/NP : �x.�y.borders(y, x)

arity two predicate p2 (S\NP )/NP : �x.�y.p2(x, y) (S\NP )/NP : �x.�y.borders(x, y)

arity one predicate p1 N/N : �g.�x.p1(x) ^ g(x) N/N : �g.�x.state(x) ^ g(x)

literal with arity two predicate p2
and constant second argument c N/N : �g.�x.p2(x, c) ^ g(x) N/N : �g.�x.borders(x, texas) ^ g(x)

arity two predicate p2 (N\N)/NP : �x.�g.�y.p2(x, y) ^ g(x) (N\N)/NP : �g.�x.�y.borders(x, y) ^ g(x)

an arg max / min with second
argument arity one function f

NP/N : �g. arg max / min(g, �x.f(x)) NP/N : �g. arg max(g, �x.size(x))

an arity one
numeric-ranged function f

S/NP : �x.f(x) S/NP : �x.size(x)

Figure 3: The rules that define GENLEX. We use the term predicate to refer to a function that returns a truth value; function to refer
to all other functions; and constant to refer to constants of type e. Each row represents a rule. The first column lists the triggers that
identify some sub-structure within a logical form L, and then generate a category. The second column lists the category that is created.
The third column lists example categories that are created when the rule is applied to the logical form at the top of this column.

as triggers for creating a category N : �x.p(x). Given the
logical form �x.major(x) ^ city(x), which has the arity-
one predicates major and city, this rule would create the
categories N : �x.major(x) and N : �x.city(x).

Intuitively, each of the rules in Figure 3 corresponds to a
different linguistic sub-category such as noun, transitive
verb, adjective, and so on. For example, the rule in the first
row generates categories that are noun phrases, and the sec-
ond rule generates nouns. The end result is an efficient way
to generate a large set of linguistically plausible categories
C(L) that could be used to construct a logical form L.

3.2 The Learning Algorithm

Figure 4 shows the learning algorithm used within our ap-
proach. The output of the algorithm is a PCCG, defined by
a lexicon ⇤ and a parameter vector ¯✓. As input, the algo-
rithm takes a training set of sentences paired with logical
forms, together with an initial lexicon, ⇤

0

.

At all stages, the algorithm maintains a parameter vector
¯✓ which stores a real value associated with every possible
lexical item. The set of possible lexical items is

⇤

⇤
= ⇤

0

[
n[

i=1

GENLEX(S
i

, L
i

)

In our experiments, the parameters were initialized to be
0.1 for all lexical items in ⇤

0

, and 0.01 for all other lexical
items. These values were chosen through experiments on
the development data; they give a small initial bias towards
using lexical items from ⇤

0

and favor parses that include
more lexical items.

The goal of the algorithm is to provide a relatively com-
pact lexicon, which is a small subset of the entire set of
possible lexical items. The algorithm achieves this by al-
ternating between two steps. The goal of step 1 is to search
for a relatively small number of lexical entries, which are
nevertheless sufficient to successfully parse all training ex-

amples. Step 2 is then used to re-estimate the parameters
of the lexical items that are selected in step 1.

In the t’th application of step 1, each sentence in turn
is parsed with the current parameters ¯✓t�1 and a spe-
cial, sentence–specific lexicon which is defined as ⇤

0

[
GENLEX(S

i

, L
i

). This will result in one or more highest-
scoring parses that have the logical form L

i

.6 Lexical
items are extracted from these highest-scoring parses alone.
The result of this stage is to generate a small subset �

i

of GENLEX(S
i

, L
i

) for each training example. The out-
put of step 1, at iteration t, is a subset of ⇤

⇤, defined as
⇤

t

= ⇤

0

[
S

n

i=1

�
i

.

Step 2 re-estimates the parameters of the members of ⇤

t

,
using stochastic gradient descent. The starting point for
gradient descent when estimating ¯✓t is ¯✓t�1, i.e., the pa-
rameter values at the previous iteration. For any lexical
item that is not a member of ⇤

t

, the associated parameter
in ¯✓t is set to be the same as the corresponding parameter in
¯✓t�1 (i.e., parameter values are simply copied across from
the previous iteration).

The motivation for cycling between steps 1 and 2 is as fol-
lows. In step 1, keeping only those lexical items that occur
in the highest scoring parse(s) leading to L

i

results in a
compact lexicon. This step is also guaranteed to produce
a lexicon ⇤

t

⇢ ⇤

⇤ such that the accuracy on the training
data when running the PCCG (⇤

t

, ¯✓t�1

) is at least as ac-
curate as applying the PCCG (⇤

⇤, ¯✓t�1

). In other words,
pruning the lexicon in this way cannot hurt parsing perfor-
mance on training data in comparison to using all possible
lexical entries.7

6Note that this set of highest-scoring parses is identical to the
set produced by parsing with ⇤

⇤, rather than the sentence-specific
lexicon. This is because ⇤0 [ GENLEX(Si, Li) contains all lex-
ical items that can possibly be used to derive Li.

7To see this, note that restricting the lexicon in this way cannot
exclude any of the highest-scoring parses for Si that lead to Li. In
practice, it may exclude some parses that lead to logical forms for
Si that are incorrect. Because the highest-scoring correct parses

GENLEX: build candidates for lexicon entries



Zettlemoyer & Collins
overall learning algorithm

Step 2 also has a guarantee, in that the log-likelihood on the
training data will improve (assuming that stochastic gradi-
ent descent is successful in improving its objective). Step 2
is needed because after each application of step 1, the pa-
rameters ¯✓t�1 are optimized for ⇤

t�1

rather than ⇤

t

, the
current lexicon. Step 2 derives new parameter values ¯✓

t

which are optimized for ⇤
t

.

In summary, steps 1 and 2 together form a greedy, itera-
tive method for simultaneously finding a compact lexicon
and also optimizing the log-likelihood of the model on the
training data.

4 Related Work

This section discusses related work on natural language in-
terfaces to databases (NLIDBs), in particular focusing on
learning approaches, and related work on learning CCGs.

There has been a significant amount of work on hand engi-
neering NLIDBs. Androutsopoulos, Ritchie, and Thanisch
(1995) provide a comprehensive summary of this work.
Recent work in this area has focused on improved pars-
ing techniques and designing grammars that can be ported
easily to new domains (Popescu, Armanasu, Etzioni, Ko, &
Yates, 2004).

Zelle and Mooney (1996) developed one of the earliest ex-
amples of a learning system for NLIDBs. This work made
use of a deterministic shift–reduce parser and developed
a learning algorithm, called CHILL, based on techniques
from Inductive Logic Programming, to learn control rules
for parsing. The major limitation of this approach is that
it does not learn the lexicon, instead assuming that a lex-
icon that pairs words with their semantic content (but not
syntax) has been created in advance. Later, Thompson and
Mooney (2002) developed a system that learns a lexicon
for CHILL that performed almost as well as the original
system. Most recently, Tang and Mooney (2001) devel-
oped a statistical shift–reduce parser that significantly out-
performed these original systems. However, this system,
again, does not learn a lexicon.

A number of previous learning methods (Papineni, Roukos,
& Ward, 1997; Ramaswamy & Kleindienst, 2000; Miller,
Stallard, Bobrow, & Schwartz, 1996; He & Young, 2004)
have been applied to the ATIS domain, which involves a
natural language interface to a travel database of flight in-
formation. In the future we plan to test our method on this
domain. Miller et al. (1996) describe an approach that as-
sumes full annotation of parse trees. Papineni et al. (1997)
and Ramaswamy and Kleindienst (2000) use approaches
based on methods originally developed for machine trans-
lation. He and Young (2004) describe an approach using an
extension of hidden Markov models, resulting in a model
with some of the power of context-free models.

are still allowed, parsing performance cannot deteriorate.

Inputs:
• Training examples E = {(Si, Li) : i = 1 . . . n} where
each Si is a sentence, each Li is a logical form.
• An initial lexicon ⇤0

Procedures:
• PARSE(S, L, ⇤,

¯

✓): takes as input a sentence S, a logical
form L, a lexicon ⇤, and a parameter vector ¯

✓. Returns the
highest probability parse for S with logical form L, when S

is parsed by a PCCG with lexicon ⇤ and parameters ¯

✓. If
there is more than one parse with the same highest proba-
bility, the entire set of highest probability parses is returned.
Dynamic programming methods are used when implement-
ing PARSE, see section 2.4 of this paper.
• ESTIMATE(⇤, E,

¯

✓): takes as input a lexicon ⇤, a train-
ing set E, and a parameter vector ¯

✓. Returns parameter val-
ues ¯

✓ that are the output of stochastic gradient descent on the
training set E under the grammar defined by ⇤. The input ¯✓
is the initial setting for the parameters in the stochastic gra-
dient descent algorithm. Dynamic programming methods
are used when implementing ESTIMATE, see section 2.4.
• GENLEX(S, L): takes as input a sentence S and a logical
form L. Returns a set of lexical items. See section 3.1 for a
description of GENLEX.

Initialization: Define ¯

✓ to be a real-valued vector of arity |⇤⇤|,
where ⇤

⇤
= ⇤0 [

Sn
i=1 GENLEX(Si, Li). ¯

✓ stores a pa-
rameter value for each potential lexical item. The initial pa-
rameters ¯

✓

0 are taken to be 0.1 for any member of ⇤0, and
0.01 for all other lexical items.

Algorithm:
• For t = 1 . . . T

Step 1: (Lexical generation)
• For i = 1 . . . n:
– Set � = ⇤0 [ GENLEX(Si, Li).
– Calculate ⇡ = PARSE(Si, Li, �,

¯

✓

t�1
).

– Define �i to be the set of lexical entries in ⇡.
• Set ⇤t = ⇤0 [

Sn
i=1 �i

Step 2: (Parameter Estimation)
• Set ¯

✓

t
= ESTIMATE(⇤t, E,

¯

✓

t�1
)

Output: Lexicon ⇤T together with parameters ¯

✓

T .

Figure 4: The overall learning algorithm.

There have been several pieces of previous work on learn-
ing CCGs. Clark and Curran (2003) developed a method
for leaning the parameters of a log-linear model for syntac-
tic CCG parsing given fully annotated normal–form parse
trees. Watkinson and Manandhar (1999) presented an un-
supervised approach for learning CCGs that, again, does
not perform any semantic analysis. We know of only one
previous system (Bos, Clark, Steedman, Curran, & Hock-
enmaier, 2004) that learns CCGs with semantics. However,
this approach requires fully–annotated CCG derivations as
supervised training data. As such, the techniques they em-
ployed are not applicable to learning in our framework.



Evaluation results

System English Spanish
Rec. Pre. F1 Rec. Pre. F1

WASP 70.0 95.4 80.8 72.4 91.2 81.0
Lu08 72.8 91.5 81.1 79.2 95.2 86.5
UBL 78.1 88.2 82.7 76.8 86.8 81.4

UBL-s 80.4 80.8 80.6 79.7 80.6 80.1

System Japanese Turkish
Rec. Pre. F1 Rec. Pre. F1

WASP 74.4 92.0 82.9 62.4 97.0 75.9
Lu08 76.0 87.6 81.4 66.8 93.8 78.0
UBL 78.5 85.5 81.8 70.4 89.4 78.6

UBL-s 80.5 80.6 80.6 74.2 75.6 74.9
Table 1: Performance across languages on Geo250 with
variable-free meaning representations.

System English Spanish
Rec. Pre. F1 Rec. Pre. F1

λ-WASP 75.6 91.8 82.9 80.0 92.5 85.8
UBL 78.0 93.2 84.7 75.9 93.4 83.6

UBL-s 81.8 83.5 82.6 81.4 83.4 82.4

System Japanese Turkish
Rec. Pre. F1 Rec. Pre. F1

λ-WASP 81.2 90.1 85.8 68.8 90.4 78.1
UBL 78.9 90.9 84.4 67.4 93.4 78.1

UBL-s 83.0 83.2 83.1 71.8 77.8 74.6

Table 2: Performance across languages on Geo250 with
lambda-calculus meaning representations.

However, UBL achieves much higher precision and
better overall F1 scores, which are generally compa-
rable to the best performing systems.

The comparison to the CCG induction techniques
of ZC05 and ZC07 (Table 3) is particularly striking.
These approaches used language-specific templates
to propose new lexical items and also required as in-
put a set of hand-engineered lexical entries to model
phenomena such as quantification and determiners.
However, the use of higher-order unification allows
UBL to achieve comparable performance while au-
tomatically inducing these types of entries.

For a more qualitative evaluation, Table 4 shows a
selection of lexical items learned with high weights
for the lambda-calculus meaning representations.
Nouns such as “state” or “estado” are consistently
learned across languages with the category S|NP ,
which stands in for the more conventional N . The
algorithm also learns language-specific construc-
tions such as the Japanese case markers “no” and
“wa”, which are treated as modifiers that do not add
semantic content. Language-specific word order is

System Variable Free Lambda Calculus
Rec. Pre. F1 Rec. Pre. F1

Cross Validation Results
KRISP 71.7 93.3 81.1 – – –
WASP 74.8 87.2 80.5 – – –
Lu08 81.5 89.3 85.2 – – –

λ-WASP – – – 86.6 92.0 89.2
Independent Test Set

ZC05 – – – 79.3 96.3 87.0
ZC07 – – – 86.1 91.6 88.8
UBL 81.4 89.4 85.2 85.0 94.1 89.3

UBL-s 84.3 85.2 84.7 87.9 88.5 88.2

Table 3: Performance on the Geo880 data set, with varied
meaning representations.

also encoded, using the slash directions of the CCG
categories. For example, “what” and “que” take
their arguments to the right in the wh-initial English
and Spanish. However, the Turkish wh-word “nel-
erdir” and the Japanese question marker “nan desu
ka” are sentence final, and therefore take their argu-
ments to the left. Learning regularities of this type
allows UBL to generalize well to unseen data.

There is less variation and complexity in the
learned lexical items for the variable-free represen-
tation. The fact that the meaning representation is
deeply nested influences the form of the induced
grammar. For example, recall that the sentence
“what states border texas” would be paired with the
meaning answer(state(borders(tex))). For this
representation, lexical items such as:

what � S/NP : λx.answer(x)

states �NP/NP : λx.state(x)

border �NP/NP : λx.borders(x)

texas �NP : tex

can be used to construct the desired output. In
practice, UBL often learns entries with only a sin-
gle slash, like those above, varying only in the di-
rection, as required for the language. Even the
more complex items, such as those for quantifiers,
are consistently simpler than those induced from
the lambda-calculus meaning representations. For
example, one of the most complex entries learned
in the experiments for English is the smallest �
NP\NP/(NP |NP ):λfλx.smallest one(f(x)).

There are also differences in the aggregate statis-
tics of the learned lexicons. For example, the aver-
age length of a learned lexical item for the (lambda-

(on Geoquery 880 corpus)



Current Trends

• Brand-new large-scale corpora with semantic 
annotations: AMR-Bank with graphs. 
 
 
 
 
 

• Hot topic in CL right now. Lots of research on 
semantic parsing with graphs.
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Figure 1: Left: an AMR for the sentence “I do not want anyone to read my book carelessly”; right: two
example HRG rules.

arguments (such as “ARG0”, “ARG1”, etc.) and ones for modification (such as “time”, “manner”, etc.).
Graphs are also used as semantic representations in the semantic dependency graphs from the SemEval-
2014 Shared Task (Oepen et al., 2014). These are either manually constructed or converted from deep
semantic analyses using large-scale HPSG grammars.

The recent availability of graph-based sembanks has triggered some research on semantic parsing
into graphs. Flanigan et al. (2014) and Martins and Almeida (2014) do this by adapting dependency
parsers to compute dependency graphs rather than dependency trees. They predict graph edges from cor-
pus statistics, and do not use an explicit grammar; they are thus very different from traditional approaches
to semantic construction.

Chiang et al. (2013) present a statistical parser for synchronous string/graph grammars based on
hyperedge replacement grammars (HRGs, Drewes et al., 1997). HRGs manipulate hypergraphs, which
may contain hyperedges with an arbitrary number k of endpoints, labeled with nonterminal symbols.
Each rule application replaces one such hyperedge with the graph on the right-hand side, identifying the
endpoints of the nonterminal hyperedge with the “external nodes” of the graph. Jones et al. (2012) and
Jones et al. (2013) describe a number of ways to infer HRGs from corpora. However, previous work
has not demonstrated the suitability of HRG for linguistically motivated semantic construction. Typical
published examples, such as the HRG rules from Chiang et al. (2013) shown in Fig. 1 on the right, are
designed for succinctness of explanation, not for linguistic adequacy (in the figure, the external nodes
are drawn shaded). Part of the problem is that HRG rules are easier to understand from a top-down
perspective (in contrast to most work on compositional semantic construction) and combine arbitrarily
complex substructures in single steps: the Y hyperedge in the first example rule is like a higher-order
lambda variable that will be applied to three nodes introduced in that rule. The grammar formalism we
introduce here builds graphs bottom-up, using a small inventory of simple graph-combining operations,
and uses names for semantic argument positions that are much longer-lived than the “external nodes” of
HRG.

2.3 Interpreted regular tree grammars

This paper introduces synchronous string/graph grammars based on interpreted regular tree grammars
(IRTGs; Koller and Kuhlmann, 2011). We give an informal review of IRTGs here. For a more precise
definition, see Koller and Kuhlmann (2011).

Informally speaking, an IRTG G = (G, (h
1

,A
1

), . . . , (hk,Ak)) derives a language k-tuples of ob-
jects, such as strings, trees, or graphs (see the example in Fig. 2). It does this in two conceptual steps.
First, we build a derivation tree using a regular tree grammar G. Regular tree grammars (RTGs; see



Conclusion

• Inference with natural language requires computing 
(some sort of) formal meaning representations. 

• Compositional semantics construction. 

• Some methods for learning syn-sem interface: 
‣ using synchronous grammars 

‣ using CCG and higher-order unification


