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Today

• Evaluation of MT systems 

• Syntax-based machine translation  
(in particular: hierarchical phrase-based) 

• Decoding for syntax-based machine translation



Evaluation

• As always in statistical NLP, we need to evaluate the 
quality of our statistical MT system. 

• Problem: unlike in parsing, there are many possible 
outputs that are equally good. Comparison to gold 
standard is infeasible. 

• Possible solutions: 
‣ manual evaluation through human judgments 

‣ automated evaluation metrics



Manual evaluationRank Sentences

You have judged 25 sentences for WMT09 Spanish-English News Corpus, 427 sentences total taking 64.9 seconds per 

sentence.

Source: Estos tejidos están analizados, transformados y congelados antes de ser almacenados en Hema-
Québec, que gestiona también el único banco público de sangre del cordón umbilical en Quebec.

Reference: These tissues are analyzed, processed and frozen before being stored at Héma-Québec, which 
manages also the only bank of placental blood in Quebec.

Translation Rank

These weavings are analyzed, transformed and frozen before being 
stored in Hema-Quebec, that negotiates also the public only bank of 
blood of the umbilical cord in Quebec.

1

Best

2 3 4 5

Worst

These tissues analysed, processed and before frozen of stored in Hema-
Québec, which also operates the only public bank umbilical cord blood 
in Quebec.

1

Best

2 3 4 5

Worst

These tissues are analyzed, processed and frozen before being stored in 
Hema-Québec, which also manages the only public bank umbilical cord 
blood in Quebec.

1

Best

2 3 4 5

Worst

These tissues are analyzed, processed and frozen before being stored in 
Hema-Quebec, which also operates the only public bank of umbilical 
cord blood in Quebec.

1

Best

2 3 4 5

Worst

These fabrics are analyzed, are transformed and are frozen before being 
stored in Hema-Québec, who manages also the only public bank of 
blood of the umbilical cord in Quebec.

1

Best

2 3 4 5

Worst

Annotator: ccb Task: WMT09 Spanish-English News Corpus

Instructions: 

Rank each translation from Best to Worst relative to the other choices 
(ties are allowed). These are not interpreted as absolute scores. They are 
relative scores.



Manual evaluation

Fluency
How do you judge the fluency of this translation?
5 = Flawless English
4 = Good English
3 = Non-native English
2 = Disfluent English
1 = Incomprehensible

Adequacy
How much of the meaning expressed in the refer-
ence translation is also expressed in the hypothesis
translation?
5 = All
4 = Most
3 = Much
2 = Little
1 = None

Table 3: The scales for manually assigned ade-
quacy and fluency scores

necessarily be indicative of a genuine improve-
ment in translation quality. This begs the question
as to whether this is only a theoretical concern or
whether Bleu’s inadequacies can come into play
in practice. In the next section we give two signif-
icant examples that show that Bleu can indeed fail
to correlate with human judgments in practice.

4 Failures in Practice: the 2005 NIST
MT Eval, and Systran v. SMT

The NIST Machine Translation Evaluation exer-
cise has run annually for the past five years as
part of DARPA’s TIDES program. The quality of
Chinese-to-English and Arabic-to-English transla-
tion systems is evaluated both by using Bleu score
and by conducting a manual evaluation. As such,
the NIST MT Eval provides an excellent source
of data that allows Bleu’s correlation with hu-
man judgments to be verified. Last year’s eval-
uation exercise (Lee and Przybocki, 2005) was
startling in that Bleu’s rankings of the Arabic-
English translation systems failed to fully corre-
spond to the manual evaluation. In particular, the
entry that was ranked 1st in the human evaluation
was ranked 6th by Bleu. In this section we exam-
ine Bleu’s failure to correctly rank this entry.

The manual evaluation conducted for the NIST
MT Eval is done by English speakers without ref-
erence to the original Arabic or Chinese docu-
ments. Two judges assigned each sentence in

Iran has already stated that Kharazi’s state-
ments to the conference because of the Jor-
danian King Abdullah II in which he stood
accused Iran of interfering in Iraqi affairs.
n-gram matches: 27 unigrams, 20 bigrams,
15 trigrams, and ten 4-grams
human scores: Adequacy:3,2 Fluency:3,2
Iran already announced that Kharrazi will not
attend the conference because of the state-
ments made by the Jordanian Monarch Ab-
dullah II who has accused Iran of interfering
in Iraqi affairs.
n-gram matches: 24 unigrams, 19 bigrams,
15 trigrams, and 12 4-grams
human scores: Adequacy:5,4 Fluency:5,4

Reference: Iran had already announced
Kharazi would boycott the conference after
Jordan’s King Abdullah II accused Iran of
meddling in Iraq’s affairs.

Table 4: Two hypothesis translations with similar
Bleu scores but different human scores, and one of
four reference translations

the hypothesis translations a subjective 1–5 score
along two axes: adequacy and fluency (LDC,
2005). Table 3 gives the interpretations of the
scores. When first evaluating fluency, the judges
are shown only the hypothesis translation. They
are then shown a reference translation and are
asked to judge the adequacy of the hypothesis sen-
tences.

Table 4 gives a comparison between the output
of the system that was ranked 2nd by Bleu3 (top)
and of the entry that was ranked 6th in Bleu but
1st in the human evaluation (bottom). The exam-
ple is interesting because the number of match-
ing n-grams for the two hypothesis translations
is roughly similar but the human scores are quite
different. The first hypothesis is less adequate
because it fails to indicated that Kharazi is boy-
cotting the conference, and because it inserts the
word stood before accused which makes the Ab-
dullah’s actions less clear. The second hypothe-
sis contains all of the information of the reference,
but uses some synonyms and paraphrases which
would not picked up on by Bleu: will not attend
for would boycott and interfering for meddling.

3The output of the system that was ranked 1st by Bleu is
not publicly available.



Automated evaluation

• (Repeated) manual evaluation prohibitively 
expensive in practice. 

• Automated evaluation harder than, say, in ASR: 
‣ can’t assume exact match against reference translation 

‣ can’t assume that corresponding phrases come in same 
order as in reference translation (reordering) 

• BLEU score (“Bilingual Evaluation Understudy”): 
‣ compare against many reference translations at once 

‣ compare n-grams, allow reordering



An example

Ref 1 Orejuela appeared calm as he was led to the American plane 
which will take him to Miami, Florida.

Ref 2 Orejuela appeared calm while being escorted to the plane that 
would take him to Miami, Florida.

Ref 3 Orejuela appeared calm as he was being led to the American 
plane that was to carry him to Miami in Florida.

Ref 4 Orejuela seemed quite calm as he was being led to the 
American plane that would take him to Miami in Florida.

Hyp appeared calm when he was taken to the American plane, 
which will to Miami, Florida.



Unigram precision

American, Florida, Miami, Orejuela, appeared, as, 
being, calm, carry, escorted, he, him, in, led, plane, 
quite, seemed, take, that, the, to, to, to, was , was, 
which, while, will, would, ,, . 

Hyp appeared calm when he was taken to the American plane , 
which will to Miami , Florida .

1-gram precision = 15/18 



Bigram precision
American plane, Florida ., Miami ,, Miami in, Orejuela 
appeared, Orejuela seemed, appeared calm, as he, being 
escorted, being led, calm as, calm while, carry him, 
escorted to, he was, him to, in Florida, led to, plane 
that, plane which, quite calm, seemed quite, take him, 
that was, that would, the American, the plane, to 
Miami, to carry, to the, was being, was led, was to, 
which will, while being, will take, would take, , Florida 

Hyp appeared calm when he was taken to the American plane , 
which will to Miami , Florida .

2-gram precision = 10/17 



Combining n-gram precisions

1-gram precision = 15/18 = .83 
2-gram precision = 10/17 = .59 
3-gram precision = 5/16  = .31 
4-gram precision = 3/15  = .20

Hyp appeared calm when he was taken to the American plane, 
which will to Miami, Florida.

Geometric mean: 
    (0.83 * 0.59 * 0.31 * 0.2)1/4 

    = exp (ln .83 + ln .59 + ln .31 + ln .2)/4  
    = 0.417



Recall?

Ref 1 Orejuela appeared calm as he was led to the American plane 
which will take him to Miami, Florida.

Ref 2 Orejuela appeared calm while being escorted to the plane that 
would take him to Miami, Florida.

Ref 3 Orejuela appeared calm as he was being led to the American 
plane that was to carry him to Miami in Florida.

Ref 4 Orejuela seemed quite calm as he was being led to the 
American plane that would take him to Miami in Florida.

Hyp to the American plane



BLEU Score
100 Chapter 6. Evaluating Translation Quality

Bleu = BP ⇤ exp(
N

Â
n=1

wn logpn)

A Bleu score can range from 0 to 1, where higher scores indicate closer matches to

the reference translations, and where a score of 1 is assigned to a hypothesis translation

which exactly matches one of the reference translations. A score of 1 is also assigned

to a hypothesis translation which has matches for all its n-grams (up to the maximum n

measured by Bleu) in the clipped reference n-grams, and which has no brevity penalty.

To give an idea of how Bleu is calculated we will walk through what the Bleu

score would be for the hypothesis translation given in Table 6.1. Counting punctuation

marks as separate tokens, the hypothesis translation has 15 unigram matches, 10 bi-

gram matches, 5 trigram matches, and three 4-gram matches (these are shown in bold

in Table 6.2). The hypothesis translation contains a total of 18 unigrams, 17 bigrams,

16 trigrams, and 15 4-grams. If the complete corpus consisted of this single sentence

then the modified precisions would be p1 = .83, p2 = .59, p3 = .31, and p4 = .2. Each

pn is combined and can be weighted by specifying a weight wn. In practice each pn is

generally assigned an equal weight. The the length of the hypothesis translation is 16

words. The closest reference translation has 18 words. The brevity penalty would be

calculated as e1�(18/16) = .8825. Thus the overall Bleu score would be

e1�(18/16) ⇤ exp(log .83+ log .59+ log .31+ log .2) = 0.193

Note that this calculation is on a single sentence, and Bleu is normally calculated over a

corpus of sentences. Bleu does not correlate with human judgments on a per sentence

basis, and anecdotally it is reported to be unreliable unless it is applied to a test set

containing one hundred sentences or more.

6.1.3 Variations Allowed By BLEU

Given that all automatic evaluation techniques for MT need to model allowable vari-

ation in translation we should ask the following questions regarding how well Bleu

models it: Is Bleu’s use of multiple reference translations and n-gram-based matching

sufficient to capture all allowable variation? Does it permit variations which are not

valid? Given the shortcomings of its model, when should Bleu be applied? Can it be

guaranteed to correlate with human judgments of translation quality?

We argue that Bleu’s model of variation is weak, and that as a result it is unable to

distinguish between translations of significantly different quality. In particular, Bleu

n-gram precisionoptionally weight 
by wn

brevity penalty:

6.1. Re-evaluating the role of BLEU in machine translation research 99

Orejuela appeared calm as he was led to the American plane which will take

him to Miami, Florida.

Orejuela appeared calm while being escorted to the plane that would take him

to Miami, Florida.

Orejuela appeared calm as he was being led to the American plane that was to

carry him to Miami in Florida.

Orejuela seemed quite calm as he was being led to the American plane that

would take him to Miami in Florida.

Appeared calm when he was taken to the American plane, which will to Mi-

ami, Florida.

Table 6.1: A set of four reference translations, and a hypothesis translation from the

2005 NIST MT Evaluation

to precision. If Bleu used a single reference translation, then recall would represent

the proportion of matched n-grams out of the total number of n-grams in the reference

translation. However, recall is difficult to define when using multiple reference transla-

tion, because it is unclear what should comprise the counts in the denominator. It is not

as simple as summing the total number of clipped n-grams across all of the reference

translations, since there will be non-identical n-grams which overlap in meaning which

a hypothesis translation will and should only match one instance. Without grouping

these corresponding reference n-grams and defining a more sophisticated matching

scheme, recall would be underestimated for each hypothesis translation.

Rather than defining n-gram recall Bleu instead introduces a brevity penalty to com-

pensate for the possibility of proposing high-precision hypothesis translations which

are too short. The brevity penalty is calculated as:

BP =

(
1 if c > r

e1�r/c if c r

where c is the length of the corpus of hypothesis translations, and r is the effective

reference corpus length. The effective reference corpus length is calculated as the sum

of the single reference translation from each set which is closest to the hypothesis

translation.

The brevity penalty is combined with the weighted sum of n-gram precision scores

to give Bleu score. Bleu is thus calculated as

c = length of machine translation; r = length of reference translation



BLEU Score

• BLEU is dominant automated evaluation metric in MT. 

• Shown to correlate with human judgments, but has 
recently been criticized. 

• Rules of thumb (Callison-Burch et al.): 
‣ BLEU is great for measuring progress between different 

versions of same (or very similar) systems. 

‣ BLEU is not so great for comparing radically different systems.



Illustration of the problem
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Figure 4: Bleu scores plotted against human
judgments of fluency and adequacy, showing that
Bleu vastly underestimates the quality of a non-
statistical system

5 Related Work

A number of projects in the past have looked into
ways of extending and improving the Bleu met-
ric. Doddington (2002) suggested changing Bleu’s
weighted geometric average of n-gram matches to
an arithmetic average, and calculating the brevity
penalty in a slightly different manner. Hovy and
Ravichandra (2003) suggested increasing Bleu’s
sensitivity to inappropriate phrase movement by
matching part-of-speech tag sequences against ref-
erence translations in addition to Bleu’s n-gram
matches. Babych and Hartley (2004) extend Bleu
by adding frequency weighting to lexical items
through TF/IDF as a way of placing greater em-
phasis on content-bearing words and phrases.

Two alternative automatic translation evaluation
metrics do a much better job at incorporating re-
call than Bleu does. Melamed et al. (2003) for-
mulate a metric which measures translation accu-
racy in terms of precision and recall directly rather
than precision and a brevity penalty. Banerjee and
Lavie (2005) introduce the Meteor metric, which
also incorporates recall on the unigram level and
further provides facilities incorporating stemming,
and WordNet synonyms as a more flexible match.

Lin and Hovy (2003) as well as Soricut and Brill
(2004) present ways of extending the notion of n-
gram co-occurrence statistics over multiple refer-
ences, such as those used in Bleu, to other natural
language generation tasks such as summarization.
Both these approaches potentially suffer from the
same weaknesses that Bleu has in machine trans-
lation evaluation.

Coughlin (2003) performs a large-scale inves-
tigation of Bleu’s correlation with human judg-
ments, and finds one example that fails to corre-
late. Her future work section suggests that she
has preliminary evidence that statistical machine
translation systems receive a higher Bleu score
than their non-n-gram-based counterparts.

6 Conclusions

In this paper we have shown theoretical and prac-
tical evidence that Bleu may not correlate with hu-
man judgment to the degree that it is currently be-
lieved to do. We have shown that Bleu’s rather
coarse model of allowable variation in translation
can mean that an improved Bleu score is not suffi-
cient to reflect a genuine improvement in transla-
tion quality. We have further shown that it is not
necessary to receive a higher Bleu score in order
to be judged to have better translation quality by
human subjects, as illustrated in the 2005 NIST
Machine Translation Evaluation and our experi-
ment manually evaluating Systran and SMT trans-
lations.

What conclusions can we draw from this?
Should we give up on using Bleu entirely? We
think that the advantages of Bleu are still very
strong; automatic evaluation metrics are inexpen-
sive, and do allow many tasks to be performed
that would otherwise be impossible. The impor-
tant thing therefore is to recognize which uses of
Bleu are appropriate and which uses are not.

Appropriate uses for Bleu include tracking
broad, incremental changes to a single system,
comparing systems which employ similar trans-
lation strategies (such as comparing phrase-based
statistical machine translation systems with other
phrase-based statistical machine translation sys-
tems), and using Bleu as an objective function to
optimize the values of parameters such as feature
weights in log linear translation models, until a
better metric has been proposed.

Inappropriate uses for Bleu include comparing
systems which employ radically different strate-
gies (especially comparing phrase-based statistical
machine translation systems against systems that
do not employ similar n-gram-based approaches),
trying to detect improvements for aspects of trans-
lation that are not modeled well by Bleu, and
monitoring improvements that occur infrequently
within a test corpus.

These comments do not apply solely to Bleu.
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translation systems receive a higher Bleu score
than their non-n-gram-based counterparts.

6 Conclusions
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man judgment to the degree that it is currently be-
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necessary to receive a higher Bleu score in order
to be judged to have better translation quality by
human subjects, as illustrated in the 2005 NIST
Machine Translation Evaluation and our experi-
ment manually evaluating Systran and SMT trans-
lations.

What conclusions can we draw from this?
Should we give up on using Bleu entirely? We
think that the advantages of Bleu are still very
strong; automatic evaluation metrics are inexpen-
sive, and do allow many tasks to be performed
that would otherwise be impossible. The impor-
tant thing therefore is to recognize which uses of
Bleu are appropriate and which uses are not.

Appropriate uses for Bleu include tracking
broad, incremental changes to a single system,
comparing systems which employ similar trans-
lation strategies (such as comparing phrase-based
statistical machine translation systems with other
phrase-based statistical machine translation sys-
tems), and using Bleu as an objective function to
optimize the values of parameters such as feature
weights in log linear translation models, until a
better metric has been proposed.

Inappropriate uses for Bleu include comparing
systems which employ radically different strate-
gies (especially comparing phrase-based statistical
machine translation systems against systems that
do not employ similar n-gram-based approaches),
trying to detect improvements for aspects of trans-
lation that are not modeled well by Bleu, and
monitoring improvements that occur infrequently
within a test corpus.

These comments do not apply solely to Bleu.
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5 Related Work

A number of projects in the past have looked into
ways of extending and improving the Bleu met-
ric. Doddington (2002) suggested changing Bleu’s
weighted geometric average of n-gram matches to
an arithmetic average, and calculating the brevity
penalty in a slightly different manner. Hovy and
Ravichandra (2003) suggested increasing Bleu’s
sensitivity to inappropriate phrase movement by
matching part-of-speech tag sequences against ref-
erence translations in addition to Bleu’s n-gram
matches. Babych and Hartley (2004) extend Bleu
by adding frequency weighting to lexical items
through TF/IDF as a way of placing greater em-
phasis on content-bearing words and phrases.

Two alternative automatic translation evaluation
metrics do a much better job at incorporating re-
call than Bleu does. Melamed et al. (2003) for-
mulate a metric which measures translation accu-
racy in terms of precision and recall directly rather
than precision and a brevity penalty. Banerjee and
Lavie (2005) introduce the Meteor metric, which
also incorporates recall on the unigram level and
further provides facilities incorporating stemming,
and WordNet synonyms as a more flexible match.

Lin and Hovy (2003) as well as Soricut and Brill
(2004) present ways of extending the notion of n-
gram co-occurrence statistics over multiple refer-
ences, such as those used in Bleu, to other natural
language generation tasks such as summarization.
Both these approaches potentially suffer from the
same weaknesses that Bleu has in machine trans-
lation evaluation.

Coughlin (2003) performs a large-scale inves-
tigation of Bleu’s correlation with human judg-
ments, and finds one example that fails to corre-
late. Her future work section suggests that she
has preliminary evidence that statistical machine
translation systems receive a higher Bleu score
than their non-n-gram-based counterparts.

6 Conclusions

In this paper we have shown theoretical and prac-
tical evidence that Bleu may not correlate with hu-
man judgment to the degree that it is currently be-
lieved to do. We have shown that Bleu’s rather
coarse model of allowable variation in translation
can mean that an improved Bleu score is not suffi-
cient to reflect a genuine improvement in transla-
tion quality. We have further shown that it is not
necessary to receive a higher Bleu score in order
to be judged to have better translation quality by
human subjects, as illustrated in the 2005 NIST
Machine Translation Evaluation and our experi-
ment manually evaluating Systran and SMT trans-
lations.

What conclusions can we draw from this?
Should we give up on using Bleu entirely? We
think that the advantages of Bleu are still very
strong; automatic evaluation metrics are inexpen-
sive, and do allow many tasks to be performed
that would otherwise be impossible. The impor-
tant thing therefore is to recognize which uses of
Bleu are appropriate and which uses are not.

Appropriate uses for Bleu include tracking
broad, incremental changes to a single system,
comparing systems which employ similar trans-
lation strategies (such as comparing phrase-based
statistical machine translation systems with other
phrase-based statistical machine translation sys-
tems), and using Bleu as an objective function to
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better metric has been proposed.
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systems which employ radically different strate-
gies (especially comparing phrase-based statistical
machine translation systems against systems that
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trying to detect improvements for aspects of trans-
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monitoring improvements that occur infrequently
within a test corpus.

These comments do not apply solely to Bleu.



Putting linguistics in SMT

• Word-based, phrase-based SMT very naive 
from a linguistics perspective. 

• Can we do better by putting linguistics into SMT? 
(At least a bit of syntax?) 

• Received wisdom before 2005: phrase-based 
translation with lots of data much better; 
syntax hurts.



Syntax can hurt
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Chinese-English reordering

Computational Linguistics Volume 33, Number 2

2. reorder the ēi according to some distortion model;

3. translate each of the ēi into French phrases according to a model P( f̄ | ē)
estimated from the training data.

Other phrase-based models model the joint distribution P(e, f ) (Marcu and Wong 2002)
or make P(e) and P( f | e) into features of a log-linear model (Och and Ney 2002). But
the basic architecture of phrase segmentation (or generation), phrase reordering, and
phrase translation remains the same.

Phrase-based models can robustly perform translations that are localized to sub-
strings that are common enough to have been observed in training. But Koehn, Och, and
Marcu (2003) find that phrases longer than three words improve performance little for
training corpora of up to 20 million words, suggesting that the data may be too sparse
to learn longer phrases. Above the phrase level, some models perform no reordering
(Zens and Ney 2004; Kumar, Deng, and Byrne 2006), some have a simple distortion
model that reorders phrases independently of their content (Koehn, Och, and Marcu
2003; Och and Ney 2004), and some, for example, the Alignment Template System
(Och et al. 2004; Thayer et al. 2004), hereafter ATS, and the IBM phrase-based system
(Tillmann 2004; Tillmann and Zhang 2005), have phrase-reordering models that add
some lexical sensitivity. But, as an illustration of the limitations of phrase reordering,
consider the following Mandarin example and its English translation:

Aozhou
Australia

shi
is

yu
with

Beihan
North Korea

you
have

bangjiao
dipl. rels.

de
that

shaoshu
few

guojia
countries

zhiyi
one of

.

.

Australia is one of the few countries that have diplomatic relations with North Korea.

If we count zhiyi (literally, ‘of-one’) as a single token, then translating this sentence
correctly into English requires identifying a sequence of five word groups that need
to be reversed. When we run a phrase-based system, ATS, on this sentence (using the
experimental setup described herein), we get the following phrases with translations:

[Aozhou] [shi]1 [yu Beihan]2 [you] [bangjiao] [de shaoshu guojia zhiyi] [.]

[Australia] [has] [dipl. rels.] [with North Korea]2 [is]1 [one of the few countries] [.]

where we have used subscripts to indicate the reordering of phrases. The phrase-based
model is able to order “has diplomatic relations with North Korea” correctly (using
phrase reordering) and “is one of the few countries” correctly (using a combination of
phrase translation and phrase reordering), but does not invert these two groups as it
should.

We propose a solution to these problems that does not interfere with the strengths
of the phrase-based approach, but rather capitalizes on them: Because phrases are good
for learning reorderings of words, we can use them to learn reorderings of phrases as
well. In order to do this we need hierarchical phrases that can contain other phrases.
For example, a hierarchical phrase pair that might help with the above example is

⟨yu 1 you 2 , have 2 with 1 ⟩ (3)

where 1 and 2 are placeholders for subphrases (Chiang 2005). This would capture
the fact that Chinese prepositional phrases almost always modify verb phrases on the

202

“Australia is one of the few countries that have diplomatic relations with North Korea.”

(output of phrase-based system ATS)
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2. reorder the ēi according to some distortion model;

3. translate each of the ēi into French phrases according to a model P( f̄ | ē)
estimated from the training data.

Other phrase-based models model the joint distribution P(e, f ) (Marcu and Wong 2002)
or make P(e) and P( f | e) into features of a log-linear model (Och and Ney 2002). But
the basic architecture of phrase segmentation (or generation), phrase reordering, and
phrase translation remains the same.

Phrase-based models can robustly perform translations that are localized to sub-
strings that are common enough to have been observed in training. But Koehn, Och, and
Marcu (2003) find that phrases longer than three words improve performance little for
training corpora of up to 20 million words, suggesting that the data may be too sparse
to learn longer phrases. Above the phrase level, some models perform no reordering
(Zens and Ney 2004; Kumar, Deng, and Byrne 2006), some have a simple distortion
model that reorders phrases independently of their content (Koehn, Och, and Marcu
2003; Och and Ney 2004), and some, for example, the Alignment Template System
(Och et al. 2004; Thayer et al. 2004), hereafter ATS, and the IBM phrase-based system
(Tillmann 2004; Tillmann and Zhang 2005), have phrase-reordering models that add
some lexical sensitivity. But, as an illustration of the limitations of phrase reordering,
consider the following Mandarin example and its English translation:

Aozhou
Australia

shi
is

yu
with

Beihan
North Korea

you
have

bangjiao
dipl. rels.

de
that

shaoshu
few

guojia
countries

zhiyi
one of

.

.

Australia is one of the few countries that have diplomatic relations with North Korea.

If we count zhiyi (literally, ‘of-one’) as a single token, then translating this sentence
correctly into English requires identifying a sequence of five word groups that need
to be reversed. When we run a phrase-based system, ATS, on this sentence (using the
experimental setup described herein), we get the following phrases with translations:

[Aozhou] [shi]1 [yu Beihan]2 [you] [bangjiao] [de shaoshu guojia zhiyi] [.]

[Australia] [has] [dipl. rels.] [with North Korea]2 [is]1 [one of the few countries] [.]

where we have used subscripts to indicate the reordering of phrases. The phrase-based
model is able to order “has diplomatic relations with North Korea” correctly (using
phrase reordering) and “is one of the few countries” correctly (using a combination of
phrase translation and phrase reordering), but does not invert these two groups as it
should.

We propose a solution to these problems that does not interfere with the strengths
of the phrase-based approach, but rather capitalizes on them: Because phrases are good
for learning reorderings of words, we can use them to learn reorderings of phrases as
well. In order to do this we need hierarchical phrases that can contain other phrases.
For example, a hierarchical phrase pair that might help with the above example is

⟨yu 1 you 2 , have 2 with 1 ⟩ (3)

where 1 and 2 are placeholders for subphrases (Chiang 2005). This would capture
the fact that Chinese prepositional phrases almost always modify verb phrases on the

202

“Australia is one of the few countries that have diplomatic relations with North Korea.”

(output of phrase-based system ATS)

Australia
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2. reorder the ēi according to some distortion model;

3. translate each of the ēi into French phrases according to a model P( f̄ | ē)
estimated from the training data.

Other phrase-based models model the joint distribution P(e, f ) (Marcu and Wong 2002)
or make P(e) and P( f | e) into features of a log-linear model (Och and Ney 2002). But
the basic architecture of phrase segmentation (or generation), phrase reordering, and
phrase translation remains the same.

Phrase-based models can robustly perform translations that are localized to sub-
strings that are common enough to have been observed in training. But Koehn, Och, and
Marcu (2003) find that phrases longer than three words improve performance little for
training corpora of up to 20 million words, suggesting that the data may be too sparse
to learn longer phrases. Above the phrase level, some models perform no reordering
(Zens and Ney 2004; Kumar, Deng, and Byrne 2006), some have a simple distortion
model that reorders phrases independently of their content (Koehn, Och, and Marcu
2003; Och and Ney 2004), and some, for example, the Alignment Template System
(Och et al. 2004; Thayer et al. 2004), hereafter ATS, and the IBM phrase-based system
(Tillmann 2004; Tillmann and Zhang 2005), have phrase-reordering models that add
some lexical sensitivity. But, as an illustration of the limitations of phrase reordering,
consider the following Mandarin example and its English translation:

Aozhou
Australia

shi
is

yu
with

Beihan
North Korea

you
have

bangjiao
dipl. rels.

de
that

shaoshu
few

guojia
countries

zhiyi
one of

.

.

Australia is one of the few countries that have diplomatic relations with North Korea.

If we count zhiyi (literally, ‘of-one’) as a single token, then translating this sentence
correctly into English requires identifying a sequence of five word groups that need
to be reversed. When we run a phrase-based system, ATS, on this sentence (using the
experimental setup described herein), we get the following phrases with translations:

[Aozhou] [shi]1 [yu Beihan]2 [you] [bangjiao] [de shaoshu guojia zhiyi] [.]

[Australia] [has] [dipl. rels.] [with North Korea]2 [is]1 [one of the few countries] [.]

where we have used subscripts to indicate the reordering of phrases. The phrase-based
model is able to order “has diplomatic relations with North Korea” correctly (using
phrase reordering) and “is one of the few countries” correctly (using a combination of
phrase translation and phrase reordering), but does not invert these two groups as it
should.

We propose a solution to these problems that does not interfere with the strengths
of the phrase-based approach, but rather capitalizes on them: Because phrases are good
for learning reorderings of words, we can use them to learn reorderings of phrases as
well. In order to do this we need hierarchical phrases that can contain other phrases.
For example, a hierarchical phrase pair that might help with the above example is

⟨yu 1 you 2 , have 2 with 1 ⟩ (3)

where 1 and 2 are placeholders for subphrases (Chiang 2005). This would capture
the fact that Chinese prepositional phrases almost always modify verb phrases on the
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“Australia is one of the few countries that have diplomatic relations with North Korea.”

(output of phrase-based system ATS)

Australia has
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2. reorder the ēi according to some distortion model;

3. translate each of the ēi into French phrases according to a model P( f̄ | ē)
estimated from the training data.

Other phrase-based models model the joint distribution P(e, f ) (Marcu and Wong 2002)
or make P(e) and P( f | e) into features of a log-linear model (Och and Ney 2002). But
the basic architecture of phrase segmentation (or generation), phrase reordering, and
phrase translation remains the same.

Phrase-based models can robustly perform translations that are localized to sub-
strings that are common enough to have been observed in training. But Koehn, Och, and
Marcu (2003) find that phrases longer than three words improve performance little for
training corpora of up to 20 million words, suggesting that the data may be too sparse
to learn longer phrases. Above the phrase level, some models perform no reordering
(Zens and Ney 2004; Kumar, Deng, and Byrne 2006), some have a simple distortion
model that reorders phrases independently of their content (Koehn, Och, and Marcu
2003; Och and Ney 2004), and some, for example, the Alignment Template System
(Och et al. 2004; Thayer et al. 2004), hereafter ATS, and the IBM phrase-based system
(Tillmann 2004; Tillmann and Zhang 2005), have phrase-reordering models that add
some lexical sensitivity. But, as an illustration of the limitations of phrase reordering,
consider the following Mandarin example and its English translation:

Aozhou
Australia

shi
is

yu
with

Beihan
North Korea

you
have

bangjiao
dipl. rels.

de
that

shaoshu
few

guojia
countries

zhiyi
one of

.

.

Australia is one of the few countries that have diplomatic relations with North Korea.

If we count zhiyi (literally, ‘of-one’) as a single token, then translating this sentence
correctly into English requires identifying a sequence of five word groups that need
to be reversed. When we run a phrase-based system, ATS, on this sentence (using the
experimental setup described herein), we get the following phrases with translations:

[Aozhou] [shi]1 [yu Beihan]2 [you] [bangjiao] [de shaoshu guojia zhiyi] [.]

[Australia] [has] [dipl. rels.] [with North Korea]2 [is]1 [one of the few countries] [.]

where we have used subscripts to indicate the reordering of phrases. The phrase-based
model is able to order “has diplomatic relations with North Korea” correctly (using
phrase reordering) and “is one of the few countries” correctly (using a combination of
phrase translation and phrase reordering), but does not invert these two groups as it
should.

We propose a solution to these problems that does not interfere with the strengths
of the phrase-based approach, but rather capitalizes on them: Because phrases are good
for learning reorderings of words, we can use them to learn reorderings of phrases as
well. In order to do this we need hierarchical phrases that can contain other phrases.
For example, a hierarchical phrase pair that might help with the above example is

⟨yu 1 you 2 , have 2 with 1 ⟩ (3)

where 1 and 2 are placeholders for subphrases (Chiang 2005). This would capture
the fact that Chinese prepositional phrases almost always modify verb phrases on the
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“Australia is one of the few countries that have diplomatic relations with North Korea.”

(output of phrase-based system ATS)

Australia has dipl. rels.
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2. reorder the ēi according to some distortion model;

3. translate each of the ēi into French phrases according to a model P( f̄ | ē)
estimated from the training data.

Other phrase-based models model the joint distribution P(e, f ) (Marcu and Wong 2002)
or make P(e) and P( f | e) into features of a log-linear model (Och and Ney 2002). But
the basic architecture of phrase segmentation (or generation), phrase reordering, and
phrase translation remains the same.

Phrase-based models can robustly perform translations that are localized to sub-
strings that are common enough to have been observed in training. But Koehn, Och, and
Marcu (2003) find that phrases longer than three words improve performance little for
training corpora of up to 20 million words, suggesting that the data may be too sparse
to learn longer phrases. Above the phrase level, some models perform no reordering
(Zens and Ney 2004; Kumar, Deng, and Byrne 2006), some have a simple distortion
model that reorders phrases independently of their content (Koehn, Och, and Marcu
2003; Och and Ney 2004), and some, for example, the Alignment Template System
(Och et al. 2004; Thayer et al. 2004), hereafter ATS, and the IBM phrase-based system
(Tillmann 2004; Tillmann and Zhang 2005), have phrase-reordering models that add
some lexical sensitivity. But, as an illustration of the limitations of phrase reordering,
consider the following Mandarin example and its English translation:

Aozhou
Australia

shi
is

yu
with

Beihan
North Korea

you
have

bangjiao
dipl. rels.

de
that

shaoshu
few

guojia
countries

zhiyi
one of

.

.

Australia is one of the few countries that have diplomatic relations with North Korea.

If we count zhiyi (literally, ‘of-one’) as a single token, then translating this sentence
correctly into English requires identifying a sequence of five word groups that need
to be reversed. When we run a phrase-based system, ATS, on this sentence (using the
experimental setup described herein), we get the following phrases with translations:

[Aozhou] [shi]1 [yu Beihan]2 [you] [bangjiao] [de shaoshu guojia zhiyi] [.]

[Australia] [has] [dipl. rels.] [with North Korea]2 [is]1 [one of the few countries] [.]

where we have used subscripts to indicate the reordering of phrases. The phrase-based
model is able to order “has diplomatic relations with North Korea” correctly (using
phrase reordering) and “is one of the few countries” correctly (using a combination of
phrase translation and phrase reordering), but does not invert these two groups as it
should.

We propose a solution to these problems that does not interfere with the strengths
of the phrase-based approach, but rather capitalizes on them: Because phrases are good
for learning reorderings of words, we can use them to learn reorderings of phrases as
well. In order to do this we need hierarchical phrases that can contain other phrases.
For example, a hierarchical phrase pair that might help with the above example is

⟨yu 1 you 2 , have 2 with 1 ⟩ (3)

where 1 and 2 are placeholders for subphrases (Chiang 2005). This would capture
the fact that Chinese prepositional phrases almost always modify verb phrases on the

202

“Australia is one of the few countries that have diplomatic relations with North Korea.”

(output of phrase-based system ATS)

Australia has dipl. rels. with North Korea



Chinese-English reordering

Computational Linguistics Volume 33, Number 2

2. reorder the ēi according to some distortion model;

3. translate each of the ēi into French phrases according to a model P( f̄ | ē)
estimated from the training data.

Other phrase-based models model the joint distribution P(e, f ) (Marcu and Wong 2002)
or make P(e) and P( f | e) into features of a log-linear model (Och and Ney 2002). But
the basic architecture of phrase segmentation (or generation), phrase reordering, and
phrase translation remains the same.

Phrase-based models can robustly perform translations that are localized to sub-
strings that are common enough to have been observed in training. But Koehn, Och, and
Marcu (2003) find that phrases longer than three words improve performance little for
training corpora of up to 20 million words, suggesting that the data may be too sparse
to learn longer phrases. Above the phrase level, some models perform no reordering
(Zens and Ney 2004; Kumar, Deng, and Byrne 2006), some have a simple distortion
model that reorders phrases independently of their content (Koehn, Och, and Marcu
2003; Och and Ney 2004), and some, for example, the Alignment Template System
(Och et al. 2004; Thayer et al. 2004), hereafter ATS, and the IBM phrase-based system
(Tillmann 2004; Tillmann and Zhang 2005), have phrase-reordering models that add
some lexical sensitivity. But, as an illustration of the limitations of phrase reordering,
consider the following Mandarin example and its English translation:

Aozhou
Australia

shi
is

yu
with

Beihan
North Korea

you
have

bangjiao
dipl. rels.

de
that

shaoshu
few

guojia
countries

zhiyi
one of

.

.

Australia is one of the few countries that have diplomatic relations with North Korea.

If we count zhiyi (literally, ‘of-one’) as a single token, then translating this sentence
correctly into English requires identifying a sequence of five word groups that need
to be reversed. When we run a phrase-based system, ATS, on this sentence (using the
experimental setup described herein), we get the following phrases with translations:

[Aozhou] [shi]1 [yu Beihan]2 [you] [bangjiao] [de shaoshu guojia zhiyi] [.]

[Australia] [has] [dipl. rels.] [with North Korea]2 [is]1 [one of the few countries] [.]

where we have used subscripts to indicate the reordering of phrases. The phrase-based
model is able to order “has diplomatic relations with North Korea” correctly (using
phrase reordering) and “is one of the few countries” correctly (using a combination of
phrase translation and phrase reordering), but does not invert these two groups as it
should.

We propose a solution to these problems that does not interfere with the strengths
of the phrase-based approach, but rather capitalizes on them: Because phrases are good
for learning reorderings of words, we can use them to learn reorderings of phrases as
well. In order to do this we need hierarchical phrases that can contain other phrases.
For example, a hierarchical phrase pair that might help with the above example is

⟨yu 1 you 2 , have 2 with 1 ⟩ (3)

where 1 and 2 are placeholders for subphrases (Chiang 2005). This would capture
the fact that Chinese prepositional phrases almost always modify verb phrases on the

202

“Australia is one of the few countries that have diplomatic relations with North Korea.”

(output of phrase-based system ATS)

Australia has dipl. rels. with North Korea is
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2. reorder the ēi according to some distortion model;

3. translate each of the ēi into French phrases according to a model P( f̄ | ē)
estimated from the training data.

Other phrase-based models model the joint distribution P(e, f ) (Marcu and Wong 2002)
or make P(e) and P( f | e) into features of a log-linear model (Och and Ney 2002). But
the basic architecture of phrase segmentation (or generation), phrase reordering, and
phrase translation remains the same.

Phrase-based models can robustly perform translations that are localized to sub-
strings that are common enough to have been observed in training. But Koehn, Och, and
Marcu (2003) find that phrases longer than three words improve performance little for
training corpora of up to 20 million words, suggesting that the data may be too sparse
to learn longer phrases. Above the phrase level, some models perform no reordering
(Zens and Ney 2004; Kumar, Deng, and Byrne 2006), some have a simple distortion
model that reorders phrases independently of their content (Koehn, Och, and Marcu
2003; Och and Ney 2004), and some, for example, the Alignment Template System
(Och et al. 2004; Thayer et al. 2004), hereafter ATS, and the IBM phrase-based system
(Tillmann 2004; Tillmann and Zhang 2005), have phrase-reordering models that add
some lexical sensitivity. But, as an illustration of the limitations of phrase reordering,
consider the following Mandarin example and its English translation:

Aozhou
Australia

shi
is

yu
with

Beihan
North Korea

you
have

bangjiao
dipl. rels.

de
that

shaoshu
few

guojia
countries

zhiyi
one of

.

.

Australia is one of the few countries that have diplomatic relations with North Korea.

If we count zhiyi (literally, ‘of-one’) as a single token, then translating this sentence
correctly into English requires identifying a sequence of five word groups that need
to be reversed. When we run a phrase-based system, ATS, on this sentence (using the
experimental setup described herein), we get the following phrases with translations:

[Aozhou] [shi]1 [yu Beihan]2 [you] [bangjiao] [de shaoshu guojia zhiyi] [.]

[Australia] [has] [dipl. rels.] [with North Korea]2 [is]1 [one of the few countries] [.]

where we have used subscripts to indicate the reordering of phrases. The phrase-based
model is able to order “has diplomatic relations with North Korea” correctly (using
phrase reordering) and “is one of the few countries” correctly (using a combination of
phrase translation and phrase reordering), but does not invert these two groups as it
should.

We propose a solution to these problems that does not interfere with the strengths
of the phrase-based approach, but rather capitalizes on them: Because phrases are good
for learning reorderings of words, we can use them to learn reorderings of phrases as
well. In order to do this we need hierarchical phrases that can contain other phrases.
For example, a hierarchical phrase pair that might help with the above example is

⟨yu 1 you 2 , have 2 with 1 ⟩ (3)

where 1 and 2 are placeholders for subphrases (Chiang 2005). This would capture
the fact that Chinese prepositional phrases almost always modify verb phrases on the

202

“Australia is one of the few countries that have diplomatic relations with North Korea.”

(output of phrase-based system ATS)

Australia has dipl. rels. with North Korea is one of the few countries
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2. reorder the ēi according to some distortion model;

3. translate each of the ēi into French phrases according to a model P( f̄ | ē)
estimated from the training data.

Other phrase-based models model the joint distribution P(e, f ) (Marcu and Wong 2002)
or make P(e) and P( f | e) into features of a log-linear model (Och and Ney 2002). But
the basic architecture of phrase segmentation (or generation), phrase reordering, and
phrase translation remains the same.

Phrase-based models can robustly perform translations that are localized to sub-
strings that are common enough to have been observed in training. But Koehn, Och, and
Marcu (2003) find that phrases longer than three words improve performance little for
training corpora of up to 20 million words, suggesting that the data may be too sparse
to learn longer phrases. Above the phrase level, some models perform no reordering
(Zens and Ney 2004; Kumar, Deng, and Byrne 2006), some have a simple distortion
model that reorders phrases independently of their content (Koehn, Och, and Marcu
2003; Och and Ney 2004), and some, for example, the Alignment Template System
(Och et al. 2004; Thayer et al. 2004), hereafter ATS, and the IBM phrase-based system
(Tillmann 2004; Tillmann and Zhang 2005), have phrase-reordering models that add
some lexical sensitivity. But, as an illustration of the limitations of phrase reordering,
consider the following Mandarin example and its English translation:

Aozhou
Australia

shi
is

yu
with

Beihan
North Korea

you
have

bangjiao
dipl. rels.

de
that

shaoshu
few

guojia
countries

zhiyi
one of

.

.

Australia is one of the few countries that have diplomatic relations with North Korea.

If we count zhiyi (literally, ‘of-one’) as a single token, then translating this sentence
correctly into English requires identifying a sequence of five word groups that need
to be reversed. When we run a phrase-based system, ATS, on this sentence (using the
experimental setup described herein), we get the following phrases with translations:

[Aozhou] [shi]1 [yu Beihan]2 [you] [bangjiao] [de shaoshu guojia zhiyi] [.]

[Australia] [has] [dipl. rels.] [with North Korea]2 [is]1 [one of the few countries] [.]

where we have used subscripts to indicate the reordering of phrases. The phrase-based
model is able to order “has diplomatic relations with North Korea” correctly (using
phrase reordering) and “is one of the few countries” correctly (using a combination of
phrase translation and phrase reordering), but does not invert these two groups as it
should.

We propose a solution to these problems that does not interfere with the strengths
of the phrase-based approach, but rather capitalizes on them: Because phrases are good
for learning reorderings of words, we can use them to learn reorderings of phrases as
well. In order to do this we need hierarchical phrases that can contain other phrases.
For example, a hierarchical phrase pair that might help with the above example is

⟨yu 1 you 2 , have 2 with 1 ⟩ (3)

where 1 and 2 are placeholders for subphrases (Chiang 2005). This would capture
the fact that Chinese prepositional phrases almost always modify verb phrases on the
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“Australia is one of the few countries that have diplomatic relations with North Korea.”

.

(output of phrase-based system ATS)

Australia has dipl. rels. with North Korea is one of the few countries
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2. reorder the ēi according to some distortion model;

3. translate each of the ēi into French phrases according to a model P( f̄ | ē)
estimated from the training data.

Other phrase-based models model the joint distribution P(e, f ) (Marcu and Wong 2002)
or make P(e) and P( f | e) into features of a log-linear model (Och and Ney 2002). But
the basic architecture of phrase segmentation (or generation), phrase reordering, and
phrase translation remains the same.

Phrase-based models can robustly perform translations that are localized to sub-
strings that are common enough to have been observed in training. But Koehn, Och, and
Marcu (2003) find that phrases longer than three words improve performance little for
training corpora of up to 20 million words, suggesting that the data may be too sparse
to learn longer phrases. Above the phrase level, some models perform no reordering
(Zens and Ney 2004; Kumar, Deng, and Byrne 2006), some have a simple distortion
model that reorders phrases independently of their content (Koehn, Och, and Marcu
2003; Och and Ney 2004), and some, for example, the Alignment Template System
(Och et al. 2004; Thayer et al. 2004), hereafter ATS, and the IBM phrase-based system
(Tillmann 2004; Tillmann and Zhang 2005), have phrase-reordering models that add
some lexical sensitivity. But, as an illustration of the limitations of phrase reordering,
consider the following Mandarin example and its English translation:

Aozhou
Australia

shi
is

yu
with

Beihan
North Korea

you
have

bangjiao
dipl. rels.

de
that

shaoshu
few

guojia
countries

zhiyi
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.

.

Australia is one of the few countries that have diplomatic relations with North Korea.

If we count zhiyi (literally, ‘of-one’) as a single token, then translating this sentence
correctly into English requires identifying a sequence of five word groups that need
to be reversed. When we run a phrase-based system, ATS, on this sentence (using the
experimental setup described herein), we get the following phrases with translations:

[Aozhou] [shi]1 [yu Beihan]2 [you] [bangjiao] [de shaoshu guojia zhiyi] [.]

[Australia] [has] [dipl. rels.] [with North Korea]2 [is]1 [one of the few countries] [.]

where we have used subscripts to indicate the reordering of phrases. The phrase-based
model is able to order “has diplomatic relations with North Korea” correctly (using
phrase reordering) and “is one of the few countries” correctly (using a combination of
phrase translation and phrase reordering), but does not invert these two groups as it
should.

We propose a solution to these problems that does not interfere with the strengths
of the phrase-based approach, but rather capitalizes on them: Because phrases are good
for learning reorderings of words, we can use them to learn reorderings of phrases as
well. In order to do this we need hierarchical phrases that can contain other phrases.
For example, a hierarchical phrase pair that might help with the above example is

⟨yu 1 you 2 , have 2 with 1 ⟩ (3)

where 1 and 2 are placeholders for subphrases (Chiang 2005). This would capture
the fact that Chinese prepositional phrases almost always modify verb phrases on the
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“Australia is one of the few countries that have diplomatic relations with North Korea.”
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2. reorder the ēi according to some distortion model;

3. translate each of the ēi into French phrases according to a model P( f̄ | ē)
estimated from the training data.

Other phrase-based models model the joint distribution P(e, f ) (Marcu and Wong 2002)
or make P(e) and P( f | e) into features of a log-linear model (Och and Ney 2002). But
the basic architecture of phrase segmentation (or generation), phrase reordering, and
phrase translation remains the same.

Phrase-based models can robustly perform translations that are localized to sub-
strings that are common enough to have been observed in training. But Koehn, Och, and
Marcu (2003) find that phrases longer than three words improve performance little for
training corpora of up to 20 million words, suggesting that the data may be too sparse
to learn longer phrases. Above the phrase level, some models perform no reordering
(Zens and Ney 2004; Kumar, Deng, and Byrne 2006), some have a simple distortion
model that reorders phrases independently of their content (Koehn, Och, and Marcu
2003; Och and Ney 2004), and some, for example, the Alignment Template System
(Och et al. 2004; Thayer et al. 2004), hereafter ATS, and the IBM phrase-based system
(Tillmann 2004; Tillmann and Zhang 2005), have phrase-reordering models that add
some lexical sensitivity. But, as an illustration of the limitations of phrase reordering,
consider the following Mandarin example and its English translation:

Aozhou
Australia

shi
is

yu
with

Beihan
North Korea

you
have

bangjiao
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Australia is one of the few countries that have diplomatic relations with North Korea.

If we count zhiyi (literally, ‘of-one’) as a single token, then translating this sentence
correctly into English requires identifying a sequence of five word groups that need
to be reversed. When we run a phrase-based system, ATS, on this sentence (using the
experimental setup described herein), we get the following phrases with translations:

[Aozhou] [shi]1 [yu Beihan]2 [you] [bangjiao] [de shaoshu guojia zhiyi] [.]

[Australia] [has] [dipl. rels.] [with North Korea]2 [is]1 [one of the few countries] [.]

where we have used subscripts to indicate the reordering of phrases. The phrase-based
model is able to order “has diplomatic relations with North Korea” correctly (using
phrase reordering) and “is one of the few countries” correctly (using a combination of
phrase translation and phrase reordering), but does not invert these two groups as it
should.

We propose a solution to these problems that does not interfere with the strengths
of the phrase-based approach, but rather capitalizes on them: Because phrases are good
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(Och et al. 2004; Thayer et al. 2004), hereafter ATS, and the IBM phrase-based system
(Tillmann 2004; Tillmann and Zhang 2005), have phrase-reordering models that add
some lexical sensitivity. But, as an illustration of the limitations of phrase reordering,
consider the following Mandarin example and its English translation:

Aozhou
Australia

shi
is

yu
with

Beihan
North Korea

you
have

bangjiao
dipl. rels.

de
that

shaoshu
few

guojia
countries

zhiyi
one of

.

.

Australia is one of the few countries that have diplomatic relations with North Korea.

If we count zhiyi (literally, ‘of-one’) as a single token, then translating this sentence
correctly into English requires identifying a sequence of five word groups that need
to be reversed. When we run a phrase-based system, ATS, on this sentence (using the
experimental setup described herein), we get the following phrases with translations:

[Aozhou] [shi]1 [yu Beihan]2 [you] [bangjiao] [de shaoshu guojia zhiyi] [.]

[Australia] [has] [dipl. rels.] [with North Korea]2 [is]1 [one of the few countries] [.]

where we have used subscripts to indicate the reordering of phrases. The phrase-based
model is able to order “has diplomatic relations with North Korea” correctly (using
phrase reordering) and “is one of the few countries” correctly (using a combination of
phrase translation and phrase reordering), but does not invert these two groups as it
should.

We propose a solution to these problems that does not interfere with the strengths
of the phrase-based approach, but rather capitalizes on them: Because phrases are good
for learning reorderings of words, we can use them to learn reorderings of phrases as
well. In order to do this we need hierarchical phrases that can contain other phrases.
For example, a hierarchical phrase pair that might help with the above example is

⟨yu 1 you 2 , have 2 with 1 ⟩ (3)

where 1 and 2 are placeholders for subphrases (Chiang 2005). This would capture
the fact that Chinese prepositional phrases almost always modify verb phrases on the

202

“Australia is one of the few countries that have diplomatic relations with North Korea.”

Computational Linguistics Volume 33, Number 2
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phrase translation and phrase reordering), but does not invert these two groups as it
should.

We propose a solution to these problems that does not interfere with the strengths
of the phrase-based approach, but rather capitalizes on them: Because phrases are good
for learning reorderings of words, we can use them to learn reorderings of phrases as
well. In order to do this we need hierarchical phrases that can contain other phrases.
For example, a hierarchical phrase pair that might help with the above example is

⟨yu 1 you 2 , have 2 with 1 ⟩ (3)

where 1 and 2 are placeholders for subphrases (Chiang 2005). This would capture
the fact that Chinese prepositional phrases almost always modify verb phrases on the

202

“Australia is one of the few countries that have diplomatic relations with North Korea.”

Computational Linguistics Volume 33, Number 2
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left, whereas English prepositional phrases usually modify verb phrases on the right.
Because it generalizes over possible prepositional objects and direct objects, it acts both
as a discontinuous phrase pair and as a phrase-reordering rule. Thus it is considerably
more powerful than a conventional phrase pair.

Similarly, the hierarchical phrase pair

⟨ 1 de 2 , the 2 that 1 ⟩ (4)

would capture the fact that Chinese relative clauses modify NPs on the left, whereas
English relative clauses modify on the right; and the pair

⟨ 1 zhiyi, one of 1 ⟩ (5)

would render the construction zhiyi in English word order. These three rules, along with
some conventional phrase pairs, suffice to translate the sentence correctly:

[Aozhou] [shi] [[[yu [Beihan]1 you [bangjiao]2] de [shaoshu guojia]3] zhiyi]

[Australia] [is] [one of [the [few countries]3 that [have [dipl. rels.]2 with [N. Korea]1]]]

The system we describe in this article uses rules like (3), (4), and (5), which we formalize
in the next section as rules of a synchronous context-free grammar (CFG).1 Moreover,
the system is able to learn them automatically from a parallel text without syntactic
annotation.

Because our system uses a synchronous CFG, it could be thought of as an example
of syntax-based statistical machine translation (MT), joining a line of research (Wu 1997;
Alshawi, Bangalore, and Douglas 2000; Yamada and Knight 2001) that has been fruitful
but has not previously produced systems that can compete with phrase-based systems
in large-scale translation tasks such as the evaluations held by NIST. Our approach
differs from early syntax-based statistical translation models in combining the idea of
hierarchical structure with key insights from phrase-based MT: Crucially, by incorpo-
rating the use of elementary structures with possibly many words, we hope to inherit
phrase-based MT’s capacity for memorizing translations from parallel data. Other in-
sights borrowed from the current state of the art include minimum-error-rate training of
log-linear models (Och and Ney 2002; Och 2003) and use of an m-gram language model.

The conjunction of these various elements presents a considerable challenge for
implementation, which we discuss in detail in this article. The result is the first system
employing a grammar (to our knowledge) to perform better than phrase-based systems
in large-scale evaluations.2

1 The actual derivation used varies in practice. A previous version of the model selected precisely the
derivation shown in the text, although the version described in this article happens to select a less
intuitive one:

[Aozhou shi] [[[yu]1 Beihan [you [bangjiao]2 de [shaoshu]3 guojia]] zhiyi .]

[Australia is] [one of the [[[few]3 countries having [diplomatic relations]2] [with]1 North Korea] .]

2 An earlier version of the system described in this article was entered by the University of Maryland
as its primary system in the 2005 NIST MT Evaluation. The results can be found at
http://www.nist.gov/speech/tests/mt/mt05eval official results release 20050801 v3.html.
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3. translate each of the ēi into French phrases according to a model P( f̄ | ē)
estimated from the training data.

Other phrase-based models model the joint distribution P(e, f ) (Marcu and Wong 2002)
or make P(e) and P( f | e) into features of a log-linear model (Och and Ney 2002). But
the basic architecture of phrase segmentation (or generation), phrase reordering, and
phrase translation remains the same.

Phrase-based models can robustly perform translations that are localized to sub-
strings that are common enough to have been observed in training. But Koehn, Och, and
Marcu (2003) find that phrases longer than three words improve performance little for
training corpora of up to 20 million words, suggesting that the data may be too sparse
to learn longer phrases. Above the phrase level, some models perform no reordering
(Zens and Ney 2004; Kumar, Deng, and Byrne 2006), some have a simple distortion
model that reorders phrases independently of their content (Koehn, Och, and Marcu
2003; Och and Ney 2004), and some, for example, the Alignment Template System
(Och et al. 2004; Thayer et al. 2004), hereafter ATS, and the IBM phrase-based system
(Tillmann 2004; Tillmann and Zhang 2005), have phrase-reordering models that add
some lexical sensitivity. But, as an illustration of the limitations of phrase reordering,
consider the following Mandarin example and its English translation:

Aozhou
Australia

shi
is

yu
with

Beihan
North Korea

you
have

bangjiao
dipl. rels.

de
that

shaoshu
few

guojia
countries

zhiyi
one of

.

.

Australia is one of the few countries that have diplomatic relations with North Korea.

If we count zhiyi (literally, ‘of-one’) as a single token, then translating this sentence
correctly into English requires identifying a sequence of five word groups that need
to be reversed. When we run a phrase-based system, ATS, on this sentence (using the
experimental setup described herein), we get the following phrases with translations:

[Aozhou] [shi]1 [yu Beihan]2 [you] [bangjiao] [de shaoshu guojia zhiyi] [.]

[Australia] [has] [dipl. rels.] [with North Korea]2 [is]1 [one of the few countries] [.]

where we have used subscripts to indicate the reordering of phrases. The phrase-based
model is able to order “has diplomatic relations with North Korea” correctly (using
phrase reordering) and “is one of the few countries” correctly (using a combination of
phrase translation and phrase reordering), but does not invert these two groups as it
should.

We propose a solution to these problems that does not interfere with the strengths
of the phrase-based approach, but rather capitalizes on them: Because phrases are good
for learning reorderings of words, we can use them to learn reorderings of phrases as
well. In order to do this we need hierarchical phrases that can contain other phrases.
For example, a hierarchical phrase pair that might help with the above example is

⟨yu 1 you 2 , have 2 with 1 ⟩ (3)

where 1 and 2 are placeholders for subphrases (Chiang 2005). This would capture
the fact that Chinese prepositional phrases almost always modify verb phrases on the
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left, whereas English prepositional phrases usually modify verb phrases on the right.
Because it generalizes over possible prepositional objects and direct objects, it acts both
as a discontinuous phrase pair and as a phrase-reordering rule. Thus it is considerably
more powerful than a conventional phrase pair.

Similarly, the hierarchical phrase pair

⟨ 1 de 2 , the 2 that 1 ⟩ (4)

would capture the fact that Chinese relative clauses modify NPs on the left, whereas
English relative clauses modify on the right; and the pair

⟨ 1 zhiyi, one of 1 ⟩ (5)

would render the construction zhiyi in English word order. These three rules, along with
some conventional phrase pairs, suffice to translate the sentence correctly:

[Aozhou] [shi] [[[yu [Beihan]1 you [bangjiao]2] de [shaoshu guojia]3] zhiyi]

[Australia] [is] [one of [the [few countries]3 that [have [dipl. rels.]2 with [N. Korea]1]]]

The system we describe in this article uses rules like (3), (4), and (5), which we formalize
in the next section as rules of a synchronous context-free grammar (CFG).1 Moreover,
the system is able to learn them automatically from a parallel text without syntactic
annotation.

Because our system uses a synchronous CFG, it could be thought of as an example
of syntax-based statistical machine translation (MT), joining a line of research (Wu 1997;
Alshawi, Bangalore, and Douglas 2000; Yamada and Knight 2001) that has been fruitful
but has not previously produced systems that can compete with phrase-based systems
in large-scale translation tasks such as the evaluations held by NIST. Our approach
differs from early syntax-based statistical translation models in combining the idea of
hierarchical structure with key insights from phrase-based MT: Crucially, by incorpo-
rating the use of elementary structures with possibly many words, we hope to inherit
phrase-based MT’s capacity for memorizing translations from parallel data. Other in-
sights borrowed from the current state of the art include minimum-error-rate training of
log-linear models (Och and Ney 2002; Och 2003) and use of an m-gram language model.

The conjunction of these various elements presents a considerable challenge for
implementation, which we discuss in detail in this article. The result is the first system
employing a grammar (to our knowledge) to perform better than phrase-based systems
in large-scale evaluations.2

1 The actual derivation used varies in practice. A previous version of the model selected precisely the
derivation shown in the text, although the version described in this article happens to select a less
intuitive one:

[Aozhou shi] [[[yu]1 Beihan [you [bangjiao]2 de [shaoshu]3 guojia]] zhiyi .]

[Australia is] [one of the [[[few]3 countries having [diplomatic relations]2] [with]1 North Korea] .]

2 An earlier version of the system described in this article was entered by the University of Maryland
as its primary system in the 2005 NIST MT Evaluation. The results can be found at
http://www.nist.gov/speech/tests/mt/mt05eval official results release 20050801 v3.html.
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3. translate each of the ēi into French phrases according to a model P( f̄ | ē)
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Australia is one of the few countries that have diplomatic relations with North Korea.

If we count zhiyi (literally, ‘of-one’) as a single token, then translating this sentence
correctly into English requires identifying a sequence of five word groups that need
to be reversed. When we run a phrase-based system, ATS, on this sentence (using the
experimental setup described herein), we get the following phrases with translations:

[Aozhou] [shi]1 [yu Beihan]2 [you] [bangjiao] [de shaoshu guojia zhiyi] [.]

[Australia] [has] [dipl. rels.] [with North Korea]2 [is]1 [one of the few countries] [.]

where we have used subscripts to indicate the reordering of phrases. The phrase-based
model is able to order “has diplomatic relations with North Korea” correctly (using
phrase reordering) and “is one of the few countries” correctly (using a combination of
phrase translation and phrase reordering), but does not invert these two groups as it
should.

We propose a solution to these problems that does not interfere with the strengths
of the phrase-based approach, but rather capitalizes on them: Because phrases are good
for learning reorderings of words, we can use them to learn reorderings of phrases as
well. In order to do this we need hierarchical phrases that can contain other phrases.
For example, a hierarchical phrase pair that might help with the above example is

⟨yu 1 you 2 , have 2 with 1 ⟩ (3)

where 1 and 2 are placeholders for subphrases (Chiang 2005). This would capture
the fact that Chinese prepositional phrases almost always modify verb phrases on the
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We propose a solution to these problems that does not interfere with the strengths
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well. In order to do this we need hierarchical phrases that can contain other phrases.
For example, a hierarchical phrase pair that might help with the above example is
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where 1 and 2 are placeholders for subphrases (Chiang 2005). This would capture
the fact that Chinese prepositional phrases almost always modify verb phrases on the

202

Chiang Hierarchical Phrase-Based Translation

left, whereas English prepositional phrases usually modify verb phrases on the right.
Because it generalizes over possible prepositional objects and direct objects, it acts both
as a discontinuous phrase pair and as a phrase-reordering rule. Thus it is considerably
more powerful than a conventional phrase pair.

Similarly, the hierarchical phrase pair

⟨ 1 de 2 , the 2 that 1 ⟩ (4)

would capture the fact that Chinese relative clauses modify NPs on the left, whereas
English relative clauses modify on the right; and the pair

⟨ 1 zhiyi, one of 1 ⟩ (5)

would render the construction zhiyi in English word order. These three rules, along with
some conventional phrase pairs, suffice to translate the sentence correctly:

[Aozhou] [shi] [[[yu [Beihan]1 you [bangjiao]2] de [shaoshu guojia]3] zhiyi]

[Australia] [is] [one of [the [few countries]3 that [have [dipl. rels.]2 with [N. Korea]1]]]

The system we describe in this article uses rules like (3), (4), and (5), which we formalize
in the next section as rules of a synchronous context-free grammar (CFG).1 Moreover,
the system is able to learn them automatically from a parallel text without syntactic
annotation.

Because our system uses a synchronous CFG, it could be thought of as an example
of syntax-based statistical machine translation (MT), joining a line of research (Wu 1997;
Alshawi, Bangalore, and Douglas 2000; Yamada and Knight 2001) that has been fruitful
but has not previously produced systems that can compete with phrase-based systems
in large-scale translation tasks such as the evaluations held by NIST. Our approach
differs from early syntax-based statistical translation models in combining the idea of
hierarchical structure with key insights from phrase-based MT: Crucially, by incorpo-
rating the use of elementary structures with possibly many words, we hope to inherit
phrase-based MT’s capacity for memorizing translations from parallel data. Other in-
sights borrowed from the current state of the art include minimum-error-rate training of
log-linear models (Och and Ney 2002; Och 2003) and use of an m-gram language model.

The conjunction of these various elements presents a considerable challenge for
implementation, which we discuss in detail in this article. The result is the first system
employing a grammar (to our knowledge) to perform better than phrase-based systems
in large-scale evaluations.2

1 The actual derivation used varies in practice. A previous version of the model selected precisely the
derivation shown in the text, although the version described in this article happens to select a less
intuitive one:

[Aozhou shi] [[[yu]1 Beihan [you [bangjiao]2 de [shaoshu]3 guojia]] zhiyi .]

[Australia is] [one of the [[[few]3 countries having [diplomatic relations]2] [with]1 North Korea] .]

2 An earlier version of the system described in this article was entered by the University of Maryland
as its primary system in the 2005 NIST MT Evaluation. The results can be found at
http://www.nist.gov/speech/tests/mt/mt05eval official results release 20050801 v3.html.
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2. reorder the ēi according to some distortion model;

3. translate each of the ēi into French phrases according to a model P( f̄ | ē)
estimated from the training data.

Other phrase-based models model the joint distribution P(e, f ) (Marcu and Wong 2002)
or make P(e) and P( f | e) into features of a log-linear model (Och and Ney 2002). But
the basic architecture of phrase segmentation (or generation), phrase reordering, and
phrase translation remains the same.

Phrase-based models can robustly perform translations that are localized to sub-
strings that are common enough to have been observed in training. But Koehn, Och, and
Marcu (2003) find that phrases longer than three words improve performance little for
training corpora of up to 20 million words, suggesting that the data may be too sparse
to learn longer phrases. Above the phrase level, some models perform no reordering
(Zens and Ney 2004; Kumar, Deng, and Byrne 2006), some have a simple distortion
model that reorders phrases independently of their content (Koehn, Och, and Marcu
2003; Och and Ney 2004), and some, for example, the Alignment Template System
(Och et al. 2004; Thayer et al. 2004), hereafter ATS, and the IBM phrase-based system
(Tillmann 2004; Tillmann and Zhang 2005), have phrase-reordering models that add
some lexical sensitivity. But, as an illustration of the limitations of phrase reordering,
consider the following Mandarin example and its English translation:

Aozhou
Australia

shi
is

yu
with

Beihan
North Korea

you
have

bangjiao
dipl. rels.

de
that

shaoshu
few

guojia
countries
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Australia is one of the few countries that have diplomatic relations with North Korea.

If we count zhiyi (literally, ‘of-one’) as a single token, then translating this sentence
correctly into English requires identifying a sequence of five word groups that need
to be reversed. When we run a phrase-based system, ATS, on this sentence (using the
experimental setup described herein), we get the following phrases with translations:

[Aozhou] [shi]1 [yu Beihan]2 [you] [bangjiao] [de shaoshu guojia zhiyi] [.]

[Australia] [has] [dipl. rels.] [with North Korea]2 [is]1 [one of the few countries] [.]

where we have used subscripts to indicate the reordering of phrases. The phrase-based
model is able to order “has diplomatic relations with North Korea” correctly (using
phrase reordering) and “is one of the few countries” correctly (using a combination of
phrase translation and phrase reordering), but does not invert these two groups as it
should.

We propose a solution to these problems that does not interfere with the strengths
of the phrase-based approach, but rather capitalizes on them: Because phrases are good
for learning reorderings of words, we can use them to learn reorderings of phrases as
well. In order to do this we need hierarchical phrases that can contain other phrases.
For example, a hierarchical phrase pair that might help with the above example is

⟨yu 1 you 2 , have 2 with 1 ⟩ (3)

where 1 and 2 are placeholders for subphrases (Chiang 2005). This would capture
the fact that Chinese prepositional phrases almost always modify verb phrases on the
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model is able to order “has diplomatic relations with North Korea” correctly (using
phrase reordering) and “is one of the few countries” correctly (using a combination of
phrase translation and phrase reordering), but does not invert these two groups as it
should.

We propose a solution to these problems that does not interfere with the strengths
of the phrase-based approach, but rather capitalizes on them: Because phrases are good
for learning reorderings of words, we can use them to learn reorderings of phrases as
well. In order to do this we need hierarchical phrases that can contain other phrases.
For example, a hierarchical phrase pair that might help with the above example is

⟨yu 1 you 2 , have 2 with 1 ⟩ (3)

where 1 and 2 are placeholders for subphrases (Chiang 2005). This would capture
the fact that Chinese prepositional phrases almost always modify verb phrases on the
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left, whereas English prepositional phrases usually modify verb phrases on the right.
Because it generalizes over possible prepositional objects and direct objects, it acts both
as a discontinuous phrase pair and as a phrase-reordering rule. Thus it is considerably
more powerful than a conventional phrase pair.

Similarly, the hierarchical phrase pair

⟨ 1 de 2 , the 2 that 1 ⟩ (4)

would capture the fact that Chinese relative clauses modify NPs on the left, whereas
English relative clauses modify on the right; and the pair

⟨ 1 zhiyi, one of 1 ⟩ (5)

would render the construction zhiyi in English word order. These three rules, along with
some conventional phrase pairs, suffice to translate the sentence correctly:

[Aozhou] [shi] [[[yu [Beihan]1 you [bangjiao]2] de [shaoshu guojia]3] zhiyi]

[Australia] [is] [one of [the [few countries]3 that [have [dipl. rels.]2 with [N. Korea]1]]]

The system we describe in this article uses rules like (3), (4), and (5), which we formalize
in the next section as rules of a synchronous context-free grammar (CFG).1 Moreover,
the system is able to learn them automatically from a parallel text without syntactic
annotation.

Because our system uses a synchronous CFG, it could be thought of as an example
of syntax-based statistical machine translation (MT), joining a line of research (Wu 1997;
Alshawi, Bangalore, and Douglas 2000; Yamada and Knight 2001) that has been fruitful
but has not previously produced systems that can compete with phrase-based systems
in large-scale translation tasks such as the evaluations held by NIST. Our approach
differs from early syntax-based statistical translation models in combining the idea of
hierarchical structure with key insights from phrase-based MT: Crucially, by incorpo-
rating the use of elementary structures with possibly many words, we hope to inherit
phrase-based MT’s capacity for memorizing translations from parallel data. Other in-
sights borrowed from the current state of the art include minimum-error-rate training of
log-linear models (Och and Ney 2002; Och 2003) and use of an m-gram language model.

The conjunction of these various elements presents a considerable challenge for
implementation, which we discuss in detail in this article. The result is the first system
employing a grammar (to our knowledge) to perform better than phrase-based systems
in large-scale evaluations.2

1 The actual derivation used varies in practice. A previous version of the model selected precisely the
derivation shown in the text, although the version described in this article happens to select a less
intuitive one:

[Aozhou shi] [[[yu]1 Beihan [you [bangjiao]2 de [shaoshu]3 guojia]] zhiyi .]

[Australia is] [one of the [[[few]3 countries having [diplomatic relations]2] [with]1 North Korea] .]

2 An earlier version of the system described in this article was entered by the University of Maryland
as its primary system in the 2005 NIST MT Evaluation. The results can be found at
http://www.nist.gov/speech/tests/mt/mt05eval official results release 20050801 v3.html.
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annotation.

Because our system uses a synchronous CFG, it could be thought of as an example
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Alshawi, Bangalore, and Douglas 2000; Yamada and Knight 2001) that has been fruitful
but has not previously produced systems that can compete with phrase-based systems
in large-scale translation tasks such as the evaluations held by NIST. Our approach
differs from early syntax-based statistical translation models in combining the idea of
hierarchical structure with key insights from phrase-based MT: Crucially, by incorpo-
rating the use of elementary structures with possibly many words, we hope to inherit
phrase-based MT’s capacity for memorizing translations from parallel data. Other in-
sights borrowed from the current state of the art include minimum-error-rate training of
log-linear models (Och and Ney 2002; Och 2003) and use of an m-gram language model.

The conjunction of these various elements presents a considerable challenge for
implementation, which we discuss in detail in this article. The result is the first system
employing a grammar (to our knowledge) to perform better than phrase-based systems
in large-scale evaluations.2

1 The actual derivation used varies in practice. A previous version of the model selected precisely the
derivation shown in the text, although the version described in this article happens to select a less
intuitive one:

[Aozhou shi] [[[yu]1 Beihan [you [bangjiao]2 de [shaoshu]3 guojia]] zhiyi .]

[Australia is] [one of the [[[few]3 countries having [diplomatic relations]2] [with]1 North Korea] .]

2 An earlier version of the system described in this article was entered by the University of Maryland
as its primary system in the 2005 NIST MT Evaluation. The results can be found at
http://www.nist.gov/speech/tests/mt/mt05eval official results release 20050801 v3.html.
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2. reorder the ēi according to some distortion model;

3. translate each of the ēi into French phrases according to a model P( f̄ | ē)
estimated from the training data.

Other phrase-based models model the joint distribution P(e, f ) (Marcu and Wong 2002)
or make P(e) and P( f | e) into features of a log-linear model (Och and Ney 2002). But
the basic architecture of phrase segmentation (or generation), phrase reordering, and
phrase translation remains the same.

Phrase-based models can robustly perform translations that are localized to sub-
strings that are common enough to have been observed in training. But Koehn, Och, and
Marcu (2003) find that phrases longer than three words improve performance little for
training corpora of up to 20 million words, suggesting that the data may be too sparse
to learn longer phrases. Above the phrase level, some models perform no reordering
(Zens and Ney 2004; Kumar, Deng, and Byrne 2006), some have a simple distortion
model that reorders phrases independently of their content (Koehn, Och, and Marcu
2003; Och and Ney 2004), and some, for example, the Alignment Template System
(Och et al. 2004; Thayer et al. 2004), hereafter ATS, and the IBM phrase-based system
(Tillmann 2004; Tillmann and Zhang 2005), have phrase-reordering models that add
some lexical sensitivity. But, as an illustration of the limitations of phrase reordering,
consider the following Mandarin example and its English translation:

Aozhou
Australia

shi
is

yu
with

Beihan
North Korea

you
have

bangjiao
dipl. rels.

de
that

shaoshu
few

guojia
countries

zhiyi
one of

.

.

Australia is one of the few countries that have diplomatic relations with North Korea.

If we count zhiyi (literally, ‘of-one’) as a single token, then translating this sentence
correctly into English requires identifying a sequence of five word groups that need
to be reversed. When we run a phrase-based system, ATS, on this sentence (using the
experimental setup described herein), we get the following phrases with translations:

[Aozhou] [shi]1 [yu Beihan]2 [you] [bangjiao] [de shaoshu guojia zhiyi] [.]

[Australia] [has] [dipl. rels.] [with North Korea]2 [is]1 [one of the few countries] [.]

where we have used subscripts to indicate the reordering of phrases. The phrase-based
model is able to order “has diplomatic relations with North Korea” correctly (using
phrase reordering) and “is one of the few countries” correctly (using a combination of
phrase translation and phrase reordering), but does not invert these two groups as it
should.

We propose a solution to these problems that does not interfere with the strengths
of the phrase-based approach, but rather capitalizes on them: Because phrases are good
for learning reorderings of words, we can use them to learn reorderings of phrases as
well. In order to do this we need hierarchical phrases that can contain other phrases.
For example, a hierarchical phrase pair that might help with the above example is

⟨yu 1 you 2 , have 2 with 1 ⟩ (3)

where 1 and 2 are placeholders for subphrases (Chiang 2005). This would capture
the fact that Chinese prepositional phrases almost always modify verb phrases on the
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left, whereas English prepositional phrases usually modify verb phrases on the right.
Because it generalizes over possible prepositional objects and direct objects, it acts both
as a discontinuous phrase pair and as a phrase-reordering rule. Thus it is considerably
more powerful than a conventional phrase pair.

Similarly, the hierarchical phrase pair

⟨ 1 de 2 , the 2 that 1 ⟩ (4)

would capture the fact that Chinese relative clauses modify NPs on the left, whereas
English relative clauses modify on the right; and the pair

⟨ 1 zhiyi, one of 1 ⟩ (5)

would render the construction zhiyi in English word order. These three rules, along with
some conventional phrase pairs, suffice to translate the sentence correctly:

[Aozhou] [shi] [[[yu [Beihan]1 you [bangjiao]2] de [shaoshu guojia]3] zhiyi]

[Australia] [is] [one of [the [few countries]3 that [have [dipl. rels.]2 with [N. Korea]1]]]

The system we describe in this article uses rules like (3), (4), and (5), which we formalize
in the next section as rules of a synchronous context-free grammar (CFG).1 Moreover,
the system is able to learn them automatically from a parallel text without syntactic
annotation.

Because our system uses a synchronous CFG, it could be thought of as an example
of syntax-based statistical machine translation (MT), joining a line of research (Wu 1997;
Alshawi, Bangalore, and Douglas 2000; Yamada and Knight 2001) that has been fruitful
but has not previously produced systems that can compete with phrase-based systems
in large-scale translation tasks such as the evaluations held by NIST. Our approach
differs from early syntax-based statistical translation models in combining the idea of
hierarchical structure with key insights from phrase-based MT: Crucially, by incorpo-
rating the use of elementary structures with possibly many words, we hope to inherit
phrase-based MT’s capacity for memorizing translations from parallel data. Other in-
sights borrowed from the current state of the art include minimum-error-rate training of
log-linear models (Och and Ney 2002; Och 2003) and use of an m-gram language model.

The conjunction of these various elements presents a considerable challenge for
implementation, which we discuss in detail in this article. The result is the first system
employing a grammar (to our knowledge) to perform better than phrase-based systems
in large-scale evaluations.2

1 The actual derivation used varies in practice. A previous version of the model selected precisely the
derivation shown in the text, although the version described in this article happens to select a less
intuitive one:

[Aozhou shi] [[[yu]1 Beihan [you [bangjiao]2 de [shaoshu]3 guojia]] zhiyi .]

[Australia is] [one of the [[[few]3 countries having [diplomatic relations]2] [with]1 North Korea] .]

2 An earlier version of the system described in this article was entered by the University of Maryland
as its primary system in the 2005 NIST MT Evaluation. The results can be found at
http://www.nist.gov/speech/tests/mt/mt05eval official results release 20050801 v3.html.
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Syntax-based translation

• Idea: Learn synchronous syntax rules that capture 
syntactic reordering between the two languages. 

• Then much less unsystematic reordering necessary. 

• We need to figure out: 
‣ how to represent translation rules 

‣ how to extract translation rules from data 

‣ how to define probability model 

‣ how to do decoding

Chiang

(Chiang 2005, 2007)



Synchronous CFG
S → X① / X① 
X → X① de X② / X② X① 
X → X① X② / X① X②  
X → X① duonianlai / over the last X① years 
X → yuohao / friendly 
X → 30 / 30

S
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X

X
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SCFG rule extraction
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Figure 2
Grammar extraction example: (a) Input word alignment. (b) Initial phrases. (c) Example rule.
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X → yuohao / friendly 
X → 30 duonianlai / over the last 30 years 
X → 30 / 30 
X → X① duonianlai / over the last X① years 
X → X① X② / X① X② 
X → X① de X② / X② X①

- Extract all phrase pairs as usual. 
- Generate more rules by replacing sub-phrases by nonterminal X. 
- Add “glue rules” S → S① X② / S① X② and S → X① / X①  

to start derivations.



Probability model

• Chiang uses a log-linear model, most of whose 
features are local to an SCFG rule. 
‣ features include P(LHS | RHS), P(RHS | LHS), etc. 

‣ with only local features, can use Viterbi to compute best 
parse of Foreign sentence using Foreign side of SCFG 

• One non-local feature for English language model. 
‣ this makes decoding much, much harder 

• Train feature weights using minimum-error-rate 
training to optimize BLEU score on training set.



Decoding schema
f = “30  duionianlai  de  youhao  hezuo”
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Figure 2
Grammar extraction example: (a) Input word alignment. (b) Initial phrases. (c) Example rule.
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[X, 0, 2] X → X① de X② / X② X①[X, 3, 5]

[X, 0, 5]
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Figure 2
Grammar extraction example: (a) Input word alignment. (b) Initial phrases. (c) Example rule.
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[X, 0, 2] X → X① de X② / X② X①
over … years

[X, 3, 5]
friendly … coop.

[X, 0, 5]
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Figure 2
Grammar extraction example: (a) Input word alignment. (b) Initial phrases. (c) Example rule.
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[X, 0, 2] X → X① de X② / X② X①
over … years

[X, 3, 5]
friendly … coop.

[X, 0, 5]

prob = p1 * p2 * P(rule) * PLM(over | coop.)
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Figure 2
Grammar extraction example: (a) Input word alignment. (b) Initial phrases. (c) Example rule.
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[X, 0, 2] X → X① de X② / X② X①
over … years

[X, 3, 5]
friendly … coop.

[X, 0, 5]
friendly … years

prob = p1 * p2 * P(rule) * PLM(over | coop.)



Pruning

• Problem: number of items blown up by factor of 
|V|2m-2 for an m-gram language model. 

• Need to use beam search: for each [X, i, k] for 
Foreign positions i, k, keep only the best analyses. 

• Cube pruning: improve runtime further by filling 
chart cell for [A, i, k] from stream of rules A → B C 
and streams of items for cells [B, i, j] and [C, j, k] 
using n-best algorithm.



Cube Pruning
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Figure 9
Example illustrating hybrid method for incorporating the LM. Numbers are negative
log-probabilities. (a) k-best list generation. (b) Cube pruning.

the +LM parser. Note that the LM makes this ⊗ only approximately monotonic. This
means that the enumeration of new items will not necessarily be best-first. To alleviate
this problem, we stop the enumeration not as soon as an item falls outside the beam, but
as soon as an item falls outside the beam by a margin of ε. This quantity ε expresses our
guess as to how much the scores of the enumerated items can fluctuate because of the
LM. A simpler approach, and probably better in practice, would be simply to set ε = 0,
that is, to ignore any fluctuation, but increase β and b to compensate.

See Figure 9b for an example of cube pruning. The upper-left grid cell is enumerated
first, as in the k-best example in Section 5.2, but the choice of the second is different, be-
cause of the added LM costs. Then, the third item is enumerated and merged with
the first (unlike in the k-best algorithm). Supposing a threshold beam of β = 5 and
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Table 7
Results on baseline systems and hierarchical system. Also shown are the 95% confidence
intervals, obtained using bootstrap resampling.

System MT03 MT04 MT05

Hiero Monotone 28.27 ± 1.03 28.83 ± 0.74 26.35 ± 0.92
ATS 30.84 ± 0.99 31.74 ± 0.73 30.50 ± 0.95
Hiero 33.72 ± 1.12 34.57 ± 0.82 31.79 ± 0.91

Clearly, however, we have only scratched the surface of the modeling challenge. The
fact that moving from flat structures to hierarchical structures significantly improves
translation quality suggests that more specific ideas from syntax may be valuable as
well. There are many possibilities for enriching the simple framework that the present
model provides. But the course taken here is one of organic development of an approach
known to work well at large-scale tasks, and we plan to stay this course in future work
towards more syntactically informed statistical machine translation.
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Table 4
Test set sizes, with grammar sizes for two systems.

Test set Sentences Phrases/rules (thousands)
Hiero Monotone Hiero

development 993 448 3712
MT03 919 417 3389
MT04 1788 643 5556
MT05 1082 455 3646

Table 5
Comparison of three methods for decoding with a language model. Time = mean per-sentence
user+system time, in seconds. BLEU = case-insensitive BLEU-4. All tests were on the first 400
sentences of the development set.

Method Settings Time BLEU

rescore k = 104 16 33.31
rescore k = 105 139 33.33
intersect∗ 1455 37.09
cube prune ε = 0 23 36.14
cube prune ε = 0.1 35 36.77
cube prune ε = 0.2 111 36.91

∗Rules were pruned using b = 30, β = 1.

Table 6
Feature weights obtained by minimum-error-rate training.

Feature Weight

language model (large) 1.00
language model (bitext) 1.03
P(γ | α) 0.155
P(α | γ) 1.23
Pw(γ | α) 1.61
Pw(α | γ) 0.494
numbers 0.364
dates 6.67
names 2.89
bylines −952
extracted rules 4.32
glue rule −0.281
word penalty −4.12

The choice to use hierarchical structures that are more complex than flat structures,
as well as rules that contain multiple lexical items instead of one, an m-gram model
whose structure cuts across the structure of context-free derivations, and large amounts
of training data for meaningful comparison with modern systems—these all threaten
to make training a synchronous grammar and translating with it intractable. We have
shown how, through training with simple methods inspired by phrase-based models,
and translating using a modified CKY with cube pruning, this challenge can be met.
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Current topics

• Syntax-based models: tree-to-string, string-to-tree. 

• Use more powerful grammar formalisms, e.g.  
(synchronous) tree-substitution grammars. 

• Latest cry: towards semantics-based SMT. 
‣ this is where the ISI Abstract Meaning Representations 

from the semantic parsing class came from
want

i read -
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ss
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ARG1
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Figure 1: Left: an AMR for the sentence “I do not want anyone to read my book carelessly”; right: two
example HRG rules.

arguments (such as “ARG0”, “ARG1”, etc.) and ones for modification (such as “time”, “manner”, etc.).
Graphs are also used as semantic representations in the semantic dependency graphs from the SemEval-
2014 Shared Task (Oepen et al., 2014). These are either manually constructed or converted from deep
semantic analyses using large-scale HPSG grammars.

The recent availability of graph-based sembanks has triggered some research on semantic parsing
into graphs. Flanigan et al. (2014) and Martins and Almeida (2014) do this by adapting dependency
parsers to compute dependency graphs rather than dependency trees. They predict graph edges from cor-
pus statistics, and do not use an explicit grammar; they are thus very different from traditional approaches
to semantic construction.

Chiang et al. (2013) present a statistical parser for synchronous string/graph grammars based on
hyperedge replacement grammars (HRGs, Drewes et al., 1997). HRGs manipulate hypergraphs, which
may contain hyperedges with an arbitrary number k of endpoints, labeled with nonterminal symbols.
Each rule application replaces one such hyperedge with the graph on the right-hand side, identifying the
endpoints of the nonterminal hyperedge with the “external nodes” of the graph. Jones et al. (2012) and
Jones et al. (2013) describe a number of ways to infer HRGs from corpora. However, previous work
has not demonstrated the suitability of HRG for linguistically motivated semantic construction. Typical
published examples, such as the HRG rules from Chiang et al. (2013) shown in Fig. 1 on the right, are
designed for succinctness of explanation, not for linguistic adequacy (in the figure, the external nodes
are drawn shaded). Part of the problem is that HRG rules are easier to understand from a top-down
perspective (in contrast to most work on compositional semantic construction) and combine arbitrarily
complex substructures in single steps: the Y hyperedge in the first example rule is like a higher-order
lambda variable that will be applied to three nodes introduced in that rule. The grammar formalism we
introduce here builds graphs bottom-up, using a small inventory of simple graph-combining operations,
and uses names for semantic argument positions that are much longer-lived than the “external nodes” of
HRG.

2.3 Interpreted regular tree grammars

This paper introduces synchronous string/graph grammars based on interpreted regular tree grammars
(IRTGs; Koller and Kuhlmann, 2011). We give an informal review of IRTGs here. For a more precise
definition, see Koller and Kuhlmann (2011).

Informally speaking, an IRTG G = (G, (h
1

,A
1

), . . . , (hk,Ak)) derives a language k-tuples of ob-
jects, such as strings, trees, or graphs (see the example in Fig. 2). It does this in two conceptual steps.
First, we build a derivation tree using a regular tree grammar G. Regular tree grammars (RTGs; see



Conclusion

• If done right, syntax can help in SMT. 
‣ e.g. with systematic reordering 

• Hierarchical phrase-based translation: 
‣ extract SCFG rules with nonterminals in addition to 

ordinary phrase pairs 

‣ clever way of incorporating language model into 
SCFG parser 

‣ cube pruning is clever way of implementing beam search  
with n-best enumeration


