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Today

• Agenda-based semiring parsing with parsing 
schemata. 

• Pruning techniques for chart parsing. 

• Discriminative parsing with reranking.



The CKY Algorithm

Cell at column i, row k: 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CKY as parsing schema

• Makes claims about the string: Entering A into 
Ch(i,k) means algorithm thinks A ⇒* wi … wk-1. 

• Write this claim as item (A, i, k). This is like a logic 
formula that is true iff A ⇒* wi … wk-1. 

• Write parsing schema that shows how new items 
can be derived from old items. 
‣ very general view; applies to algorithms beyond CKY 

‣ supports generalized implementations

Shieber



CKY as parsing schema

• Parsing schema for CKY has a single rule: 

• One benefit: can literally read off parsing complexity. 
‣ rules have at most three independent variables for string 

positions (i, j, k) 

‣ therefore complexity is O(n3)

A → B C (B, i, j) (C, j, k)
(A, i, k)



Implementing schemas

• Can generally implement parser for given schema in 
the following way: 
‣ maintain an agenda: queue of items that we have discovered, 

but not yet attempted to combine with other items 

‣ maintain a chart of all seen items for the sentence

rules of parsing 
schema used here

initialize chart and agenda with all start items

while agenda not empty:
  item = dequeue(agenda)
  for each combination c of item with other item in the chart:
    if c not in chart:
      add c to chart
      enqueue c in agenda

if chart contains a goal item, claim w ∈ L(G)



Implementing schemas

• Can generally implement parser for given schema in 
the following way: 
‣ maintain an agenda: queue of items that we have discovered, 

but not yet attempted to combine with other items 

‣ maintain a chart of all seen items for the sentence

rules of parsing 
schema used here

initialize chart and agenda with all start items

while agenda not empty:
  item = dequeue(agenda)
  for each combination c of item with other item in the chart:
    if c not in chart:
      add c to chart
      enqueue c in agenda

if chart contains a goal item, claim w ∈ L(G)

essential to do  
this efficiently
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Semiring parsing

• We have seen a number of algorithms on CKY 
charts that all look basically the same. 
‣ decide word problem 

‣ compute best parse 

‣ compute inside probabilities 

‣ compute number of parse trees 

• What exactly do they have in common?  
Can we use it to build better algorithms?



CKY for recognition

for each i from 1 to n:  
  for each production rule A " wi:  
    Ch(A, i, i+1) = true  

for each width b from 2 to n:  
  for each start position i from 1 to n-b+1:  
    for each left width k from 1 to b-1:  
      for each production rule A " B C: 
        Ch(A, i, i+b) 
          = Ch(A, i, i+b) ∨  
            (Ch(B, i, i+k) ∧ Ch(C, i+k, i+b) ∧ true)

return Ch(S, 1, n+1)



Viterbi-CKY

for each i from 1 to n:  
  for each production rule A " wi:  
    Ch(A, i, i+1) = P(A " wi)  

for each width b from 2 to n:  
  for each start position i from 1 to n-b+1:  
    for each left width k from 1 to b-1:  
      for each production rule A " B C: 
        Ch(A, i, i+b) 
          = max(Ch(A, i, i+b),  
                Ch(B, i, i+k) * Ch(C, i+k, i+b) * P(A " B C))

return Ch(S, 1, n+1)



Inside

for each i from 1 to n:  
  for each production rule A " wi:  
    Ch(A, i, i+1) = P(A " wi)  

for each width b from 2 to n:  
  for each start position i from 1 to n-b+1:  
    for each left width k from 1 to b-1:  
      for each production rule A " B C: 
        Ch(A, i, i+b) 
          = Ch(A, i, i+b) +  
            (Ch(B, i, i+k) * Ch(C, i+k, i+b) * P(A " B C))

return Ch(S, 1, n+1)



Semirings

• A semiring is a 5-tuple consisting of 
‣ a set S of values 

‣ an addition ⊕ : S × S → S, associative and commutative 

‣ a multiplication ⊗ : S × S → S, must be associative 
and distribute over ⊕ 

‣ an abstract zero 0 such that 0 ⊕ s = s ⊕ 0 = s 
and 0 ⊗ s = s ⊗ 0 = 0, for all s 

‣ an abstract one 1 such that 1 ⊗ s = s ⊗ 1 = s, for all s

A semiring where ⊕ has inverse elements is called a ring 
— really important in math, but not for us today.



Some important semirings

values addition multiplication zero one

counting N0 + * 0 1

boolean {true, false} ∨ ∧ false true

Viterbi [0, 1] max * 0 1

inside [0, ∞] + * 0 1



Generic CKY with semirings

for each i from 1 to n:  
  for each production rule A " wi:  
    Ch(A, i, i+1) = R(A " wi)  

for each width b from 2 to n:  
  for each start position i from 1 to n-b+1:  
    for each left width k from 1 to b-1:  
      for each production rule A " B C: 
        Ch(A, i, i+b) 
          = Ch(A, i, i+b) ⊕  
            (Ch(B, i, i+k) ⊗ Ch(C, i+k, i+b) ⊗ R(A " B C))

return Ch(S, 1, n+1)

assume evaluation function R: rules → S

This generalizes all the variants we saw above.



Semirings and agenda parsing

for each start item I:
  enqueue I in agenda
  chart(I) = R(I)

while agenda not empty:
  item = dequeue(agenda)
  for each combination c of item with other item in the chart:
    if Chart(c) = 0:
      enqueue c in agenda
    chart(c) = chart(c) ⊕ R(c)

return chart(goal item)

R(c) = R(rule) ⊗ chart(premise1) ⊗ … ⊗ chart(premisen)



Further uses

• Counting trees in language: use counting semiring 
and R(A → B C) = 1 for all rules. 

• Can define top-down variant to compute outside. 

• Works best for charts without cycles. 
‣ but can be made to work for charts with cycles under 

certain circumstances, see Goodman paper



Pruning techniques

• If grammar is big, computing the full chart is 
expensive. 
‣ runtime of CKY is O(|G| * n3) 

‣ for treebank grammars, almost every substring can be 
derived from some nonterminal 

• Avoid computing the full chart: 
‣ pruning: limit number of entries per chart cell 

(top k entries; entries with inside probability at most a 
factor F worse than top entry; etc.) 

‣ best-first search: manipulate order in which items are taken 
from the agenda



Best-first parsing

• Agenda-based parsing: in each iteration, take first 
item from the agenda and combine with chart. 
‣ so far: “first” simply means “oldest” 

• Best-first parsing: 
‣ define “figure of merit” (FOM) on items 

‣ order items on agenda by decreasing merit:  
“first” item is “most promising” 

‣ stop parsing once goal item discovered 

• Could be dramatically faster than exhaustive search!



Example Results
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Figure 7: Number of sentences parsed as more edges are ex-
panded. Sentences are Penn treebank sentences of length 18–26
parsed with the treebank grammar. A typical number of edges
in an exhaustive parse is 150,000. Even relatively simple A*
estimates allow substantial savings.

dropping the portion which precedes the dot. Figure 6
shows the overall savings for several estimates of each
type. The I-tries were superior for the coarser estimates,
while O-tries were superior for the finer estimates. In
addition, only O-tries permit the accelerated version of
F, since they explicitly declare their right requirements.
Additionally, with I-tries, only the top-level intermedi-
ate rules have probability less than 1, while for O-tries,
one can back-weight probability as in (Mohri, 1997), also
shown in figure 5, enabling sub-parts of rare rules to be
penalized even before they are completed.8 For all sub-
sequent results, we discuss only the O-trie numbers.
Figure 8 lists the overall savings for each context sum-

mary estimate, with and without F joined in. We see that
the NULL estimate (i.e., uniform cost search) is not very
effective – alone it only blocks 11% of the edges. But it
is still better than exhaustive parsing: with it, one stops
parsing when the best parse is found, while in exhaustive
parsing one continues until no edges remain. Even the
simplest non-trivial estimate, S, blocks 40% of the edges,
and the best estimate BF blocks over 97% of the edges, a
speed-up of over 35 times, without sacrificing optimality
or algorithmic complexity.
For comparison to previous FOM work, figure 7

shows, for an edge count and an estimate, the propor-
tion of sentences for which a first parse was found us-
ing at most that many edges. To situate our results, the
FOMs used by (Caraballo and Charniak, 1998) require
10K edges to parse 96% of these sentences, while BF re-
quires only 6K edges. On the other hand, the more com-
plex, tuned FOM in (Charniak et al., 1998) is able to parse
all of these sentences using around 2K edges, while BF
requires 7K edges. Our estimates do not reduce the to-
tal edge count quite as much as the best FOMs can, but
they are in the same range. This is as much as one could
possibly expect, since, crucially, our first parses are al-

8However, context summary estimates which include the
state compensate for this automatically.

Estimate Savings w/ Filter Storage Precomp
NULL 11.2 58.3 0K none
S 40.5 77.8 2.5K 1 min
SX 80.3 95.3 5M 1 min
SXL 83.5 96.1 250M 30 min
S1XLR 93.5 96.5 500M 480 min
SXR 93.8 96.9 250M 30 min

SXMLR 94.3 97.1 500M 60 min
B 94.6 97.3 1G 540 min

Figure 8: The trade-off between online savings and precompu-
tation time.

ways optimal, while the FOM parses need not be (and
indeed sometimes are not).9 Also, our parser never needs
to propagate score changes upwards, and so may be ex-
pected to do less work overall per edge, all else being
equal. This savings is substantial, even if no propaga-
tion is done, because no data structure needs to be cre-
ated to track the edges which are supported by each given
edge (for us, this represents a factor of approximately
2 in memory savings). Moreover, the context summary
estimates require only a single table lookup per edge,
while the accelerated version of F requires only a rapid
quadratic scan of the input per sentence (less than 1% of
parse time per sentence), followed by a table lookup per
edge. The complex FOMs in (Charniak et al., 1998) re-
quire somewhat more online computation to assemble.
It is interesting that SXR is so much more effective than

SXL; this is primarily because of the way that the rules
have been encoded. If we factor the rules in the other
direction, we get the opposite effect. Also, when com-
bined with F, the difference in their performance drops
from 10.3% to 0.8%; F is a right-filter and is partially
redundant when added to SXR, but is orthogonal to SXL.

3.4 Estimate Sharpness
A disadvantage of admissibility for the context summary
estimates is that, necessarily, they are overly optimistic
as to the contents of the outside context. The larger the
outside context, the farther the gap between the true cost
and the estimate. Figure 9 shows average outside esti-
mates for Viterbi edges as span size increases. For small
outside spans, all estimates are fairly good approxima-
tions of TRUE. As the span increases, the approximations
fall behind. Beyond the smallest outside spans, all of the
curves are approximately linear, but the actual value’s
slope is roughly twice that of the estimates. The gap
between our empirical methods and the true cost grows
fairly steadily, but the differences between the empirical
methods themselves stay relatively constant. This reflects

9In fact, the bias from the FOM commonly raises the bracket
accuracy slightly over the Viterbi parses, but that difference nev-
ertheless demonstrates that the first parses are not always the
Viterbi ones. In our experiments, non-optimal pruning some-
times bought slight per-node accuracy gains at the cost of a
slight drop in exact match.
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Discriminative parsing

• Two major problems in PCFG parsing: 
‣ independence assumptions: can only judge how good the 

parse tree is one node at a time 

‣ generative model: PCFG models P(t, w); but we are given w 
as input, so PCFG wastes modeling power 

• Possible approach: discriminative probability model  
P(t | w). 
‣ conditional probability of t, given that we know input is w



Log-linear models

• Define conditional prob dist P as follows:  
 
 
 
where θ is a vector of weights and 

• Special case: maximum-entropy models. 

• Training = learn values for parameters θ that 
optimizes fit with observations. 
‣ can do this by gradient descent

P (t | w) = e✓·f(t,w)

P
t0 e

✓·f(t0,w)

✓ · f(t, w) =
mX

i=1

✓i · fi(t, w)



Features

• Can now define features f(t,w), each of which 
calculates certain properties of t: 
‣ probability of tree according to PCFG model 

‣ counts of PCFG rules in tree 

‣ bilexical dependencies 

‣ numeric measure of right-branching 

‣ many features capture semi-local configurations, such as:Rules. These include all context-free rules in the
tree, for example, VP Y PP VBD NP NP SBAR.

Bigrams. These are adjacent pairs of nonterminals
to the left and right of the head. As shown, the
example rule would contribute the bigrams
(Right,VP,NP,NP), (Right,VP,NP,SBAR),
(Right,VP,SBAR,STOP) to the right of the head
and (Left,VP,PP,STOP) to the left of the head.

Grandparent rules. Same as Rules, but also
including the nonterminal above the rule.

Grandparent bigrams. Same as Bigrams,
but also including the nonterminal above
the bigrams.

Lexical bigrams.
Same as Bigrams,
but with the lexical
heads of the two
nonterminals also
included.

Two-level rules. Same as Rules, but also
including the entire rule above the rule.

Two-level bigrams. Same as Bigrams, but
also including the entire rule above the rule.

Trigrams. All trigrams within the rule. The
example rule would contribute the trigrams
(VP, STOP, PP, VBD!), (VP, PP, VBD!, NP),
(VP, VBD!, NP, NP), (VP, NP, NP, SBAR),
and (VP,NP, SBAR, STOP) (! is used to mark
the head of the rule).

50
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Head Modifiers. All head-modifier pairs, with
the grandparent nonterminal also included.
An adj flag is also included, which is one if
the modifier is adjacent to the head, zero
otherwise. As an example, say the nonterminal
dominating the example rule is S. The
example rule would contribute (Left, S, VP,
VBD, PP, adj = 1), (Right, S, VP, VBD, NP,
adj = 1), (Right, S, VP, VBD, NP, adj = 0),
and (Right, S, VP, VBD, SBAR, adj = 0).

PPs. Lexical trigrams involving the heads
of arguments of prepositional phrases.
The example shown at right would
contribute the trigram (NP, NP, PP, NP,
president, of, U.S.), in addition to the
relation (NP, NP, PP, NP, of, U.S.), which
ignores the headword of the constituent
being modified by the PP. The three
nonterminals (for example, NP, NP, PP)
identify the parent of the entire phrase,
the nonterminal of the head of the phrase,
and the nonterminal label for the PP.

Distance head modifiers. Features involving the distance between
headwords. For example, assume dist is the number of words between
the headwords of the VBD and SBAR in the (VP, VBD, SBAR) head-modifier
relation in the above rule. This relation would then generate features
(VP, VBD, SBAR, = dist), and (VP, VBD, SBAR, ! x) for all dist ! x ! 9 and
(VP, VBD, SBAR, " x) for all 1 ! x ! dist.

Further lexicalization. In order to generate more features, a second pass
was made in which all nonterminals were augmented with their lexical
heads when these headwords were closed-class words. All features
apart from head modifiers, PPs, and distance head modifiers were then
generated with these augmented nonterminals.

All of these features were initially generated, but only features seen on at least
one parse for at least five different sentences were included in the final model (this
count cutoff was implemented to keep the number of features down to a tractable
number).

5.3 Applying the Reranking Methods
The ExpLoss method was trained with several values for the smoothing parameter &:
{0.0001, 0.00025, 0.0005, 0.00075, 0.001, 0.0025, 0.005, 0.0075}. For each value of &, the
method was run for 100,000 rounds on the training data. The implementation was
such that the feature updates for all 100,000 rounds for each training run were
recorded in a file. This made it simple to test the model on development data for all
values of N between 0 and 100,000.

Collins and Koo Discriminative Reranking for NLP

Rules. These include all context-free rules in the
tree, for example, VP Y PP VBD NP NP SBAR.

Bigrams. These are adjacent pairs of nonterminals
to the left and right of the head. As shown, the
example rule would contribute the bigrams
(Right,VP,NP,NP), (Right,VP,NP,SBAR),
(Right,VP,SBAR,STOP) to the right of the head
and (Left,VP,PP,STOP) to the left of the head.

Grandparent rules. Same as Rules, but also
including the nonterminal above the rule.

Grandparent bigrams. Same as Bigrams,
but also including the nonterminal above
the bigrams.

Lexical bigrams.
Same as Bigrams,
but with the lexical
heads of the two
nonterminals also
included.

Two-level rules. Same as Rules, but also
including the entire rule above the rule.

Two-level bigrams. Same as Bigrams, but
also including the entire rule above the rule.

Trigrams. All trigrams within the rule. The
example rule would contribute the trigrams
(VP, STOP, PP, VBD!), (VP, PP, VBD!, NP),
(VP, VBD!, NP, NP), (VP, NP, NP, SBAR),
and (VP,NP, SBAR, STOP) (! is used to mark
the head of the rule).
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(pictures from Collins & Koo)



Local and non-local features

• In principle, can use arbitrary feature functions  
f(t, w). Distinguish: 
‣ local feature functions: can only look at a single chart edge 

‣ non-local feature functions: capture arbitrary global context 

• Local features can be evaluated while filling the 
chart. Can’t do this with non-local features.



Reranking

• How can we use non-local features in parsing? 
‣ Viterbi parsing infeasible because of non-local features 

‣ computing all parse trees to expensive 
(could do it with beam search, but this can lose accuracy) 

• Idea (k-best reranking): 
‣ do chart parsing with a standard PCFG parser 

‣ compute k-best parse trees according to PCFG chart 

‣ use MaxEnt model to select best tree from these k-best

(Collins & Koo 05; Charniak & Johnson 05)



Results

• Charniak & Johnson 05 (discriminative reranking):  
f-score 91.0 on WSJ23 sentences ≤ 100 words 

• Further improvements: 
‣ Huang 07, Forest Reranking: f-score 91.7 

‣ McClosky, Charniak, Johnson 06, reranking + self-training: 
f-score 92.1 

‣ Shindo et al. 12, state splitting + TSG + Bayesian inference:  
f-score 92.4



Summary

• PCFG parsing one of the most successful fields of 
NLP research. 

• Current parsers are fast and quite accurate. 
‣ in practice, most people use Berkeley or Stanford parser  

for good speed-accuracy-convenience tradeoff 

• Techniques from PCFG parsing carry over to many 
other problems in computational linguistics.


