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she just had a baby

sh iy j ax s h ae dx ax b ey b iy

Time (s)
0 1.059

Figure 7.17 A waveform of the sentence “She just had a baby” from the Switchboard corpus (conversation
4325). The speaker is female, was 20 years old in 1991, which is approximately when the recording was made,
and speaks the South Midlands dialect of American English.
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Figure 7.18 A more detailed view of the first word “she” extracted from the wavefile in Fig. 7.17. Notice the
difference between the random noise of the fricative [sh] and the regular voicing of the vowel [iy].

7.4.5 Spectra and the Frequency Domain
While some broad phonetic features (such as energy, pitch, and the presence of voic-
ing, stop closures, or fricatives) can be interpreted directly from the waveform, most
computational applications such as speech recognition (as well as human auditory pro-
cessing) are based on a different representation of the sound in terms of its component
frequencies. The insight of Fourier analysis is that every complex wave can be repre-
sented as a sum of many sine waves of different frequencies. Consider the waveform
in Fig. 7.19. This waveform was created (in Praat) by summing two sine waveforms,
one of frequency 10 Hz and one of frequency 100 Hz.

We can represent these two component frequencies with a spectrum. The spectrumSPECTRUM

of a signal is a representation of each of its frequency components and their amplitudes.
Fig. 7.20 shows the spectrum of Fig. 7.19. Frequency in Hz is on the x-axis and ampli-
tude on the y-axis. Note that there are two spikes in the figure, one at 10 Hz and one
at 100 Hz. Thus the spectrum is an alternative representation of the original waveform,
and we use the spectrum as a tool to study the component frequencies of a soundwave
at a particular time point.

Let’s look now at the frequency components of a speech waveform. Fig. 7.21 shows
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• Original sentence was distorted by noisy 
transmission channel. Need to reconstruct it. 

• Question: Given acoustic input O, what is the most 
likely sentence W that could have produced it?

The Noisy Channel Model

“one two three” “one two three”
decoding

OW



Noisy Channel Model

• We can formalize reconstruction of W as follows:

ˆW = argmax

W
P (W | O)

= argmax

W

P (O | W ) · P (W )

P (O)

= argmax

W
P (O | W ) · P (W )

“noisy channel” 
 

here: 
acoustic model

“original signal” 
 

here: 
language model



HMM-based ASR

Pronunciation lexicon

one 
two 
three

w ah n 
t uw 
th r iy

ahb ahm ahf

Subphone HMM for each phone

wb wm wf ahb ahm ahf nb nm nf

tb tm tf uhb uhm uhf

thb thm thf rb rm rf iyb iym iyf

P(one)

P(three)

P(two)

P(one | two)

P(three | two)
P(two | two)



The big picture

• HMM consisting of: 
‣ states are subphones (beginning/middle/end of phone) 

‣ observations are vectors of acoustic features 

‣ HMM encodes phone sequence for each word in lexicon 

‣ LM = transitions from ends of words to starts of words 

• Things we need to figure out: 
‣ probability distribution over acoustic feature vectors? 

‣ training? 

‣ Viterbi is clear; but how to make it efficient enough?
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Figure 7.24 A spectrogram of the sentence “She just had a baby” whose waveform was shown in Fig. 7.17.
We can think of a spectrogram is as a collection of spectra (time-slices) like Fig. 7.22 placed end to end. Note
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Figure 7.25 A smoothed (LPC) spectrum for the vowel [iy] at the start of She just had
a baby. Note that the first formant (540 Hz) is much lower than the first formant for [ae]
shown in Fig. 7.22, while the second formant (2581 Hz) is much higher than the second
formant for [ae].

phones [n], [m], and [ng], and the liquids [l] and [r].

7.4.6 The Source-Filter Model
Why do different vowels have different spectral signatures? As we briefly mentioned
above, the formants are caused by the resonant cavities of the mouth. The source-filterSOURCE-FILTER

model is a way of explaining the acoustics of a sound by modeling how the pulses
produced by the glottis (the source) are shaped by the vocal tract (the filter).

Let’s see how this works. Whenever we have a wave such as the vibration in air
caused by the glottal pulse, the wave also has harmonics. A harmonic is another waveHARMONICS

whose frequency is a multiple of the fundamental wave. Thus for example a 115 Hz
glottal fold vibration leads to harmonics (other waves) of 230 Hz, 345 Hz, 460 Hz, and

Fourier transform
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Figure 7.25 A smoothed (LPC) spectrum for the vowel [iy] at the start of She just had
a baby. Note that the first formant (540 Hz) is much lower than the first formant for [ae]
shown in Fig. 7.22, while the second formant (2581 Hz) is much higher than the second
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phones [n], [m], and [ng], and the liquids [l] and [r].

7.4.6 The Source-Filter Model
Why do different vowels have different spectral signatures? As we briefly mentioned
above, the formants are caused by the resonant cavities of the mouth. The source-filterSOURCE-FILTER

model is a way of explaining the acoustics of a sound by modeling how the pulses
produced by the glottis (the source) are shaped by the vocal tract (the filter).

Let’s see how this works. Whenever we have a wave such as the vibration in air
caused by the glottal pulse, the wave also has harmonics. A harmonic is another waveHARMONICS

whose frequency is a multiple of the fundamental wave. Thus for example a 115 Hz
glottal fold vibration leads to harmonics (other waves) of 230 Hz, 345 Hz, 460 Hz, and
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a baby. Note that the first formant (540 Hz) is much lower than the first formant for [ae]
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phones [n], [m], and [ng], and the liquids [l] and [r].

7.4.6 The Source-Filter Model
Why do different vowels have different spectral signatures? As we briefly mentioned
above, the formants are caused by the resonant cavities of the mouth. The source-filterSOURCE-FILTER

model is a way of explaining the acoustics of a sound by modeling how the pulses
produced by the glottis (the source) are shaped by the vocal tract (the filter).

Let’s see how this works. Whenever we have a wave such as the vibration in air
caused by the glottal pulse, the wave also has harmonics. A harmonic is another waveHARMONICS

whose frequency is a multiple of the fundamental wave. Thus for example a 115 Hz
glottal fold vibration leads to harmonics (other waves) of 230 Hz, 345 Hz, 460 Hz, and
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Why do different vowels have different spectral signatures? As we briefly mentioned
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model is a way of explaining the acoustics of a sound by modeling how the pulses
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18 Chapter 9. Automatic Speech Recognition

source waveform of a particular fundamental frequency is passed through the vocal
tract, which because of its shape has a particular filtering characteristic. But many
characteristics of the glottal source (its fundamental frequency, the details of the glottal
pulse, etc) are not important for distinguishing different phones. Instead, the most
useful information for phone detection is the filter, i.e. the exact position of the vocal
tract. If we knew the shape of the vocal tract, we would know which phone was being
produced. This suggests that useful features for phone detection would find a way to
deconvolve (separate) the source and filter and show us only the vocal tract filter. It
turns out that the cepstrum is one way to do this.

(a) (b) (c)

Figure 9.15 PLACEHOLDER FIGURE. The magnitude spectrum (a), the log magnitude spectrum (b), and
the cepstrum (c). From Taylor (2008). The two spectra have a smoothed spectral enveloped laid on top of them to
help visualize the spectrum.

For simplicity, let’s ignore the pre-emphasis and mel-warping that are part of the
definition of MFCCs, and look just at the basic definition of the cepstrum. The cep-
strum can be thought of as the spectrum of the log of the spectrum. This may sound
confusing. But let’s begin with the easy part: the log of the spectrum. That is, the cep-
strum begins with a standard magnitude spectrum, such as the one for a vowel shown
in Fig. 9.15(a) from Taylor (2008). We then take the log, i.e. replace each amplitude
value in the magnitude spectrum with its log, as shown in Fig. 9.15(b).

The next step is to visualize the log spectrum as if itself were a waveform. In other
words, consider the log spectrum in Fig. 9.15(b). Let’s imagine removing the axis
labels that tell us that this is a spectrum (frequency on the x-axis) and imagine that we
are dealing with just a normal speech signal with time on the x-axis. Now what can we
say about the spectrum of this ‘pseudo-signal’? Notice that there is a high-frequency
repetitive component in this wave: small waves that repeat about 8 times in each 1000
along the x-axis, for a frequency of about 120 Hz. This high-frequency component is
caused by the fundamental frequency of the signal, and represents the little peaks in the
spectrum at each harmonic of the signal. In addition, there are some lower frequency
components in this ‘pseudo-signal’; for example the envelope or formant structure has
about four large peaks in the window, for a much lower frequency.

Fig. 9.15(c) shows the cepstrum: the spectrum that we have been describing of
the log spectrum. This cepstrum (the word cepstrum is formed by reversing the first
letters of spectrum) is shown with samples along the x-axis. This is because by taking
the spectrum of the log spectrum, we have left the frequency domain of the spectrum,
and gone back to the time domain. It turns out that the correct unit of a cepstrum is the
sample.

magnitude spectrum log-magnitude spectrum cepstruminverse FFT

acoustic features 
for each frame 
(39-dim real vector):

12 cepstral features 
12 delta cepstral features 
12 double delta cepstral 
1 energy 
1 delta energy 
1 double delta energy

frames (25 ms width, every 10 ms)



Emission probabilities

• Need to adapt HMM: observations are vectors of  
real numbers; need continuous p.d. for emission prob. 

• One possibility: Gaussian distribution  
(with mean μ and variance σ2).

N (x;µ,�) =

1p
2⇡�

2
exp

✓
� (x� µ)

2

2�

2
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Emission probabilities

• Define prob. of emitting D-dimensional vector  
o = (o1, …, oD) in state j as follows: 

• Note: 
‣ This ignores correlations between dimensions. 

Fortunately, not much correlation between low cepstral values. 

‣ Value is not really a probability (but that’s okay). 

‣ Gaussian actually too simple, use Gaussian Mixture Models 
(GMM) in practice. 

‣ Model parameters: μjd, σ2jd for all j, d.

bj(o) =

DY

d=1

N (od;µjd,�
2
jd) =

DY

d=1

1q
2⇡�

2
jd

exp

 
� (od � µjd)

2

2�

2
jd

!



Decoding

• Decoding = find best sequence of (sub)phones for 
acoustic input signal. 

• This can be done with Viterbi. 
But note: takes time O(N2 T), and N is large! 

• In practice, use beam search: 
‣ define some threshold θ < 1 

‣ in each time step t, only consider transitions out of state qj 
if Vt(j) > θ ∙ maxi Vt(i) 

‣ dramatically improves decoding speed 

‣ also used in other contexts
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Figure 7.24 A spectrogram of the sentence “She just had a baby” whose waveform was shown in Fig. 7.17.
We can think of a spectrogram is as a collection of spectra (time-slices) like Fig. 7.22 placed end to end. Note
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Figure 7.25 A smoothed (LPC) spectrum for the vowel [iy] at the start of She just had
a baby. Note that the first formant (540 Hz) is much lower than the first formant for [ae]
shown in Fig. 7.22, while the second formant (2581 Hz) is much higher than the second
formant for [ae].

phones [n], [m], and [ng], and the liquids [l] and [r].

7.4.6 The Source-Filter Model
Why do different vowels have different spectral signatures? As we briefly mentioned
above, the formants are caused by the resonant cavities of the mouth. The source-filterSOURCE-FILTER

model is a way of explaining the acoustics of a sound by modeling how the pulses
produced by the glottis (the source) are shaped by the vocal tract (the filter).

Let’s see how this works. Whenever we have a wave such as the vibration in air
caused by the glottal pulse, the wave also has harmonics. A harmonic is another waveHARMONICS

whose frequency is a multiple of the fundamental wave. Thus for example a 115 Hz
glottal fold vibration leads to harmonics (other waves) of 230 Hz, 345 Hz, 460 Hz, and
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shown in Fig. 7.22, while the second formant (2581 Hz) is much higher than the second
formant for [ae].

phones [n], [m], and [ng], and the liquids [l] and [r].

7.4.6 The Source-Filter Model
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Figure 7.24 A spectrogram of the sentence “She just had a baby” whose waveform was shown in Fig. 7.17.
We can think of a spectrogram is as a collection of spectra (time-slices) like Fig. 7.22 placed end to end. Note
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EM for Gaussian HMMs

• Adapt M-step of EM for Gaussian emission probs: 

• Initialize transition probs to 0.5 (for allowed transitions) 
or 0 (others).

µjd =

PT
t=1 ⇠t(j) · otdPT

t=1 ⇠t(j)

�

2
jd =

PT
t=1 ⇠t(j) · (otd � µjd)2PT

t=1 ⇠t(j)



Hard EM

• Using Baum-Welch algorithm (aka “soft EM”): 
accurate but slow. 

• Practical approximation: Viterbi-EM (aka “hard EM”): 
‣ in each iteration of EM, compute single best state sequence 

using Viterbi 

‣ pretend that this is labeled training data and just apply MLE 

‣ repeat until convergence 

‣ This is faster than soft EM by 1-2 orders of magnitude  
(say Rodriguez & Torres 03).



Evaluation

• Standard measure is word error rate (WER): 

• Compute minimum number of ISD efficiently as  
minimum edit distance (= Levenshtein distance).

WER = 100 · Insertions + Substitutions + Deletions

total words in correct transcript
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T
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σ̂2j =
1
T

T

∑
t=1

(ot − µi)2 s.t. qt is state i(9.56)

We saw these equations already, as (9.27) and (9.28) on page 26, when we were
‘imagining the simpler situation of a completely labeled training set’.

It turns out that this forced Viterbi algorithm is also used in the embedded training
of hybrid models like HMM/MLP or HMM/SVM systems. We begin with an untrained
MLP, and using its noisy outputs as the B values for the HMM, perform a forced Viterbi
alignment of the training data. This alignment will be quite errorful, since the MLP
was random. Now this (quite errorful) Viterbi alignment give us a labeling of feature
vectors with phone labels. We use this labeling to retrain the MLP. The counts of the
transitions which are taken in the forced alignments can be used to estimate the HMM
transition probabilities. We continue this hill-climbing process of neural-net training
and Viterbi alignment until the HMM parameters begin to converge.

9.8 EVALUATION: WORD ERROR RATE

The standard evaluation metric for speech recognition systems is the word error rate.WORD ERROR

The word error rate is based on how much the word string returned by the recognizer
(often called the hypothesized word string) differs from a correct or reference tran-
scription. Given such a correct transcription, the first step in computing word error is
to compute the minimum edit distance in words between the hypothesized and cor-
rect strings, as described in Ch. 3. The result of this computation will be the minimum
number of word substitutions, word insertions, and word deletions necessary to map
between the correct and hypothesized strings. The word error rate (WER) is then de-
fined as follows (note that because the equation includes insertions, the error rate can
be greater than 100%):

Word Error Rate = 100× Insertions+Substitutions+Deletions
Total Words in Correct Transcript

We sometimes also talk about the SER (Sentence Error Rate), which tells us how
many sentences had at least one error:

Sentence Error Rate = 100× # of sentences with at least one word error
total # of sentences

Here is an example of the alignments between a reference and a hypothesizedALIGNMENTS

utterance from the CALLHOME corpus, showing the counts used to compute the word
error rate:

REF: i *** ** UM the PHONE IS i LEFT THE portable **** PHONE UPSTAIRS last night
HYP: i GOT IT TO the ***** FULLEST i LOVE TO portable FORM OF STORES last night
Eval: I I S D S S S I S S

This utterance has six substitutions, three insertions, and one deletion:

Word Error Rate = 1006+3+1
13

= 76.9%

→ WER = 100 * (6 + 3 + 1) / 13 = 76.9%
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and model-space discriminative training is applied using the 
BMMI or MPE criterion. 

Using alignments from a baseline system, [32] trained a 
DBN-DNN acoustic model on 50 h of data from the 1996 and 
1997 English Broadcast News Speech Corpora [37]. The 
 DBN-DNN was trained with the 
best-performing LVCSR features, 
specifically the SAT+DT features. 
The DBN-DNN architecture con-
sisted of six hidden layers with 
1,024 units per layer and a final 
softmax layer of 2,220 context-
dependent states. The SAT+DT 
feature input into the first layer 
used a context of nine frames. 
Pretraining was performed fol-
lowing a recipe similar to [42]. 

Two phases of fine-tuning were performed. During the first 
phase, the cross entropy loss was used. For cross entropy train-
ing, after each iteration through the whole training set, loss is 
measured on a held-out set and the learning rate is annealed 
(i.e., reduced) by a factor of two if the held-out loss has grown 
or improves by less than a threshold of 0.01% from the previ-
ous iteration. Once the learning rate has been annealed five 
times, the first phase of fine-tuning stops. After weights are 
learned via cross entropy, these weights are used as a starting 
point for a second phase of fine-tuning using a sequence crite-
rion [37] that utilizes the MPE objective function, a discrimi-
native objective function similar to MMI [7] but which takes 
into account phoneme error rate. 

A strong SAT+DT GMM-HMM baseline system, which con-
sisted of 2,220 context-dependent states and 50,000 Gaussians, 
gave a WER of 18.8% on the EARS Dev-04f set, whereas the 
DNN-HMM system gave 17.5% [50]. 

SUMMARY OF THE MAIN RESULTS FOR 
DBN-DNN ACOUSTIC MODELS ON LVCSR TASKS
Table 3 summarizes the acoustic modeling results described 
above. It shows that DNN-HMMs consistently outperform 
GMM-HMMs that are trained on the same amount of data, 
sometimes by a large margin. For some tasks, DNN-HMMs 
also outperform GMM-HMMs that are trained on much 
more data. 

SPEEDING UP DNNs AT RECOGNITION TIME
State pruning or Gaussian selection methods can be used to 
make GMM-HMM systems computationally efficient at recogni-
tion time. A DNN, however, uses virtually all its parameters at 
every frame to compute state likelihoods, making it potentially 

much slower than a GMM with a 
comparable number of parame-
ters. Fortunately, the time that a 
DNN-HMM system requires to 
recognize 1 s of speech can be 
reduced from 1.6 s to 210 ms, 
without decreasing recognition 
accuracy, by quantizing the 
weights down to 8 b and using 
the very fast SIMD primitives for 
fixed-point computation that are 
provided by a modern x86 cen-

tral processing unit [49]. Alternatively, it can be reduced to 
66 ms by using a graphics processing unit (GPU). 

ALTERNATIVE PRETRAINING METHODS FOR DNNs
Pretraining DNNs as generative models led to better recognition 
results on TIMIT and subsequently on a variety of LVCSR tasks. 
Once it was shown that DBN-DNNs could learn good acoustic 
models, further research revealed that they could be trained in 
many different ways. It is possible to learn a DNN by starting with 
a shallow neural net with a single hidden layer. Once this net has 
been trained discriminatively, a second hidden layer is interposed 
between the first hidden layer and the softmax output units and 
the whole network is again discriminatively trained. This can be 
continued until the desired number of hidden layers is reached, 
after which full backpropagation fine-tuning is applied. 

This type of discriminative pretraining works well in prac-
tice, approaching the accuracy achieved by generative DBN pre-
training and further improvement can be achieved by stopping 
the discriminative pretraining after a single epoch instead of 
multiple epochs as reported in [45]. Discriminative pretraining 
has also been found effective for the architectures called “deep 
convex network” [51] and “deep stacking network” [52], where 
pretraining is accomplished by convex optimization involving 
no generative models. 

Purely discriminative training of the whole DNN from ran-
dom initial weights works much better than had been thought, 

provided the scales of the initial 
weights are set carefully, a large 
amount of labeled training data is 
available, and minibatch sizes over 
training epochs are set appropri-
ately [45], [53]. Nevertheless, gen-
erative pretraining still improves 
test performance, sometimes by a 
significant amount. 

Layer-by-layer generative pre-
training was originally done 
using RBMs, but various types of 

[TABLE 3] A COMPARISON OF THE PERCENTAGE WERs USING DNN-HMMs AND 
GMM-HMMs ON FIVE DIFFERENT LARGE VOCABULARY TASKS.

TASK 
HOURS OF 
TRAINING DATA DNN-HMM

GMM-HMM 
WITH SAME DATA

GMM-HMM 
WITH MORE DATA

SWITCHBOARD (TEST SET 1) 309 18.5 27.4 18.6 (2,000 H) 

SWITCHBOARD (TEST SET 2) 309 16.1 23.6 17.1 (2,000 H) 

ENGLISH BROADCAST NEWS 50 17.5 18.8 

BING VOICE SEARCH 
(SENTENCE ERROR RATES) 24 30.4 36.2 

GOOGLE VOICE INPUT 5,870 12.3 16.0 (22 5,870 H)

YOUTUBE 1,400 47.6 52.3 

DISCRIMINATIVE PRETRAINING
HAS ALSO BEEN FOUND EFFECTIVE 
FOR THE ARCHITECTURES CALLED 
“DEEP CONVEX NETWORK”  AND 

“DEEP STACKING NETWORK,” WHERE 
PRETRAINING IS ACCOMPLISHED BY 
CONVEX OPTIMIZATION INVOLVING 

NO GENERATIVE MODELS.

(Hinton et al. 2012)

DNN = 
deep neural networks
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Conclusion

• Speech recognition (ASR) a key task in NLP. 

• Classical approach uses many components we know: 
‣ n-gram language models 

‣ Hidden Markov Models 

‣ with continuous emission probabilities 

• Can reuse a lot of algorithms we have seen. 

• Latest cry: deep neural networks.


