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Let’s play a game

• I will write a sentence on the board. 

• Each of you, in turn, gives me a word to continue 
that sentence, and I will write it down.



Statistical models in NLP

• Generative statistical model of language:  
PD P(w) over NL expressions that we can observe. 
‣ w may be complete sentences or smaller units 

‣ will later extend this to pd P(w, t) with hidden random 
variables t 

• Assumption: A corpus of observed sentences w is 
generated by repeatedly sampling from P(w). 

• We try to estimate the parameters of the prob dist 
from the corpus, so we can make predictions about 
unseen data.
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Word-by-word random process

• A language model (LM) is a probability distribution 
P(w) over sentences. 

• Think of it as random process that generates 
sentences word by word:

X1 X2 X3 X4
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Process from our game

• Each of you = a random variable Xt;  
event “Xt = wt” means word at position t is wt. 

• When you chose wt, you could see the outcomes of 
the previous variables: X1 = w1, …, Xt-1 = wt-1. 

• Thus, Xt followed a pd

P (Xt = wt | X1 = w1, . . . , Xt�1 = wt�1)



Process from our game

• Assume that Xt follows some given PD 

!

• Then probability of the entire corpus (or sentence)  
w = w1 … wn is

P (Xt = wt | X1 = w1, . . . , Xt�1 = wt�1)

P (w1 . . . wn) = P (w1) · P (w2 | w1) · P (w3 | w1, w2)
· . . . · P (wn | w1, . . . , wn�1)



Parameters of the model

• We have not made any assumptions about structure 
of the probability distribution. Thus, need to store 
P(Xt | w1, …, wt-1) for all t and w1, …, wt-1. 

• Let’s say a natural language has 105 different words.  
How many different contexts w1, … wt-1 of length t? 
‣ t = 1: 1 context (= no context at all) 

‣ t = 2: 105 different contexts 

‣ t = 3: 1010 different contexts; etc.



Sparse data problem

• Typical corpus sizes: 
‣ Brown corpus: about 106 tokens 

‣ Gigaword corpus: about 109 tokens 

• Problem exacerbated by Zipf ’s Law: 
‣ Order all words by their absolute frequency in corpus  

(rank 1 = most frequent word). 

‣ Then log(rank) is inversely proportional to  
log(absolute frequency). Most words are really rare. 

‣ Zipf ’s Law is very robust across languages and corpora.



Independence assumptions

• Let’s pretend that word at position t depends only 
on the words at positions t-1, t-2, …, t-k for some 
fixed k (Markov assumption of degree k). 

• Then we get an n-gram model, with n = k+1: 
 
 
for all t. 

• Special names for unigram models (n = 1), bigram 
models (n = 2), trigram models (n = 3).

P (Xt | X1, . . . , Xt�1) = P (Xt | Xt�k, . . . , Xt�1)



Parameter estimation

• Parameters of n-gram model are probabilities  
P(wn | w1, …, wn-1) for all words w1, …, wn. 

• We want to estimate parameters from a corpus in a 
way that “fits the observations best”. 

• Take “best fit” to mean those parameter values that 
maximize the likelihood of the corpus. 
‣ Likelihood = probability of observing this particular 

corpus, given a random process with these parameters.



Likelihood

• Example: Bernoulli distribution with parameter p. 
P(X = H) = p          P(X = T) = 1 - p 

• Estimate maximum-likelihood parameters from C:  

!

!

• Thus, ML estimate is p = 0.4.

p H H T T T L(C)
0.5 0.5 0.5 0.5 0.5 0.5 0.031
0.4 0.4 0.4 0.6 0.6 0.6 0.035
0.3 0.3 0.3 0.7 0.7 0.7 0.031



ML Estimation

• For n-gram models, the maximum likelihood 
estimate is really easy to compute. 

!

• Here C(w1 … wn) is the absolute frequency of the 
sequence (the n-gram) w1 … wn occurring as 
successive words in the corpus.

P (wn|w1, . . . , wn�1) =
C(w1 . . . wn�1wn)

C(w1 . . . wn�1)



Structure of the formula

• Note the relation to relative frequencies f:  
 
 

• Note the use of marginalization:  
 
 
 
Therefore this is a PD:

P (wn | w1, . . . , wn�1) = P (w1,...,wn)
P (w1,...,wn�1)

⇡ f(w1,...,wn)
f(w1,...,wn�1)

= C(w1,...,wn)
C(w1,...,wn�1)

P (w1, . . . , wn�1) =
X

wn

P (w1, . . . , wn�1, wn)

P (wn | w1, . . . , wn�1) =
P (w1, . . . , wn�1, wn)P
w P (w1, . . . , wn�1, w)

=
P (w1, . . . , wn)

P (w1, . . . , wn�1)



Closer look at ML estimation

• How do we know that this formula actually gives us 
the maximum likelihood estimate? 

• Too complicated to show here for n-gram models, 
but will show it for Bernoulli distribution. 

• With Bernoulli distribution, we have

L(C) =
NY

i=1

P (wi | p) =
NY

i=1

pNH (1� p)NT

(N corpus size; NH = abs freq of H; NT = abs freq of T)

likelihood

log-likelihood
`(C) = logL(C) =

NX

i=1

logP (wi | p) = NH log p+NT log(1� p)



Logarithm is monotonic

Observation: If x1 > x2, then log(x1) > log(x2).

Therefore, argmax

p
L(C) = argmax

p
`(C)



Maximizing the log-likelihood

• Find maximum of function by setting derivative to 
zero: 

!

!

• Unique solution is p = NH / N = f(H).

`(C) = NH log p+NT log(1� p)

d`(C)

dp
=

NH

p
� NT

1� p



More complex models

• N-gram models are multinomial probability 
distributions, i.e. more than two possible outcomes. 

• Maximizing log-likelihood uses technique called 
Lagrange multipliers to ensure parameters sum to 1. 

• If you want to see the details, see Murphy paper on 
the website.



Independence assumption

• We assume independence of Xt from events that are 
too far in the past, although we know that this 
assumption is incorrect. 

• Typical tradeoff in statistical NLP: 
‣ if model is too shallow, it won’t represent important 

linguistic dependencies 

‣ if model is too complex, its parameters can’t be estimated 
accurately from the available data

modeling errors estimation errors

low n high n



This tradeoff in practice
p

200 6 Statistical Inference: n-gram Models over Sparse Data

In
person she was inferior to both sisters

1-gram P(·) P(·) P(·) P(·) P(·) P(·)
1 the 0.034 the 0.034 the 0.034 the 0.034 the 0.034 the 0.034
2 to 0.032 to 0.032 to 0.032 to 0.032 to 0.032 to 0.032
3 and 0.030 and 0.030 and 0.030 and 0.030 and 0.030
4 of 0.029 of 0.029 of 0.029 of 0.029 of 0.029

· · ·
8 was 0.015 was 0.015 was 0.015 was 0.015 was 0.015

· · ·
13 she 0.011 she 0.011 she 0.011 she 0.011
· · ·
254 both 0.0005 both 0.0005 both 0.0005
· · ·
435 sisters 0.0003 sisters 0.0003
· · ·

1701 inferior 0.00005

2-gram P(·|person) P(·|she) P(·|was) P(·|inferior) P(·|to) P(·|both)

1 and 0.099 had 0.141 not 0.065 to 0.212 be 0.111 of 0.066
2 who 0.099 was 0.122 a 0.052 the 0.057 to 0.041
3 to 0.076 the 0.033 her 0.048 in 0.038
4 in 0.045 to 0.031 have 0.027 and 0.025

· · ·
23 she 0.009 Mrs 0.006 she 0.009
· · ·
41 what 0.004 sisters 0.006
· · ·
293 both 0.0004
· · ·
∞ inferior 0

3-gram P(·|In,person) P(·|person,she) P(·|she,was) P(·|was,inf.) P(·|inferior,to) P(·|to,both)

1 Unseen did 0.5 not 0.057 Unseen the 0.286 to 0.222
2 was 0.5 very 0.038 Maria 0.143 Chapter 0.111
3 in 0.030 cherries 0.143 Hour 0.111
4 to 0.026 her 0.143 Twice 0.111

· · ·
∞ inferior 0 both 0 sisters 0

4-gram P(·|u,I,p) P(·|I,p,s) P(·|p,s,w) P(·|s,w,i) P(·|w,i,t) P(·|i,t,b)
1 Unseen Unseen in 1.0 Unseen Unseen Unseen

· · ·
∞ inferior 0

Table 6.3 Probabilities of each successive word for a clause from Persuasion.
The probability distribution for the following word is calculated by Maximum
Likelihood Estimate n-gram models for various values of n. The predicted likeli-
hood rank of different words is shown in the first column. The actual next word
is shown at the top of the table in italics, and in the table in bold.
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· · ·
23 she 0.009 Mrs 0.006 she 0.009
· · ·
41 what 0.004 sisters 0.006
· · ·
293 both 0.0004
· · ·
∞ inferior 0

3-gram P(·|In,person) P(·|person,she) P(·|she,was) P(·|was,inf.) P(·|inferior,to) P(·|to,both)

1 Unseen did 0.5 not 0.057 Unseen the 0.286 to 0.222
2 was 0.5 very 0.038 Maria 0.143 Chapter 0.111
3 in 0.030 cherries 0.143 Hour 0.111
4 to 0.026 her 0.143 Twice 0.111

· · ·
∞ inferior 0 both 0 sisters 0

4-gram P(·|u,I,p) P(·|I,p,s) P(·|p,s,w) P(·|s,w,i) P(·|w,i,t) P(·|i,t,b)
1 Unseen Unseen in 1.0 Unseen Unseen Unseen

· · ·
∞ inferior 0

Table 6.3 Probabilities of each successive word for a clause from Persuasion.
The probability distribution for the following word is calculated by Maximum
Likelihood Estimate n-gram models for various values of n. The predicted likeli-
hood rank of different words is shown in the first column. The actual next word
is shown at the top of the table in italics, and in the table in bold.



Conclusion

• Statistical models of NLP 

• Language models with n-grams. 

• Maximum likelihood estimation. 

• The problem of data sparseness.


